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Abstract

We build a general equilibrium production-based asset pricing model with heteroge-
neous firms that jointly accounts for firm-level and aggregate facts emphasized by
the recent macroeconomic literature, and for important asset pricing moments. Us-
ing administrative firm-level data, we establish empirical properties of large negative
idiosyncratic shocks and their evolution. We then demonstrate that these shocks play
an important role for delivering both macroeconomic and asset pricing predictions. Fi-
nally, we combine our model with data on the universe of U.S. seaborne import since
2007, and establish the importance of supply chain disasters for the cross-section of
asset prices.
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1 Introduction

We build a model that accounts for a variety of aggregate and cross-sectional asset pricing
facts and is jointly consistent with predictions of modern macroeconomic models focused
on firm behavior. Specifically, we combine the main features of production-based asset
pricing models (e.g., Jermann, 1998; Zhang, 2005; Bai, Hou, Kung, Ii and Zhang, 2019;
Chen, 2017) with a state-of-the-art heterogeneous firm model with investment frictions and
aggregate uncertainty in general equilibrium (Thomas, 2002; Khan and Thomas, 2008). We
argue that this combination is important as such macroeconomic models have not been
designed to match the asset pricing facts while production-based asset pricing models have
not focused on delivering the detailed cross-sectional and aggregate firm-level implications
that have been at the center of this strand of macroeconomic literature.

The two sides of our model are as follows. On the macroeconomic side, we build a
production economy in the spirit of Khan and Thomas (2008) that features both convex and
non-convex capital adjustment costs, thereby generating a lumpy (Cooper and Haltiwanger,
2006) and right-skewed (Bai, Li, Xue and Zhang, 2022) investment rate distribution. The
model is set in general equilibrium which imposes a higher standard of internal consistency
relative to partial equilibrium frameworks. One important new feature of our model is that
a small share of firms every period experiences a large negative idiosyncratic productivity
shock—a firm-level microeconomic disaster, or a jump. Several important recent papers
in asset pricing literature argue that micro-level jumps play a prominent role. Schmidt
(2022) develops a model with microeconomic disasters on the worker side which matches the
level and dynamics of the equity premium; we, in turn, consider such shocks on the firm side.
McQuade (2018) introduces firm-level jumps to account for empirical default frequencies and
credit spreads. Oh and Wachter (2022) argue that fat-tailed idiosyncratic shocks are needed
to generate the skewed cross-section of stock returns. Recent macroeconomic literature
that analyzes detailed administrative data also documents deviations of productivity and
employment changes from normality (Kehrig, 2015; Salgado, Guvenen and Bloom, 2020). In

particular, shocks are heavy-tailed and exhibit procyclical skewness; that is, in recessions,



large negative shocks become more likely than large positive ones. One natural way to
account for such features of the data is to introduce jumps with a time-varying size (Cont
and Tankov, 2003; Tsai and Wachter, 2015). We establish detailed characteristics of firm-
level microeconomic disasters using high-quality microdata from U.S. Census Bureau. These
data cover a universe of U.S. businesses from 1976 and thus provide comprehensive scope
and time span that allows us to precisely parameterize these firm-level rare events and their
evolution in the model, which are difficult to estimate with less granular data.

On the asset pricing side, our model is most closely related to Jermann (1998) and Chen
(2017) in the aggregate, and Zhang (2005); Chen (2018); Bai, Hou, Kung, Ii and Zhang
(2019) and Ai, Li and Tong (2021) in terms of cross-sectional asset pricing implications. As
McQuade (2018) and Schmidt (2022), we emphasize the role of microeconomic disasters.
We show that our model accounts for important asset pricing moments, both aggregate and
cross-sectional. For instance, the model produces a large and volatile equity premium, a
small and stable risk-free rate and a time-varying risk-premium. We highlight the role that
microeconomic disasters play in accounting for these and other asset pricing implications.

One contribution of our model is that it jointly delivers firm-level empirical facts em-
phasized by macroeconomic literature on heterogeneous firms over the business cycle, as
well as proper cross-sectional and aggregate asset pricing implications emphasized by the
production-based asset pricing finance literature. First, both convex and non-convex capital
adjustment frictions allow the model to generate a lumpy investment rate distribution; these
adjustment frictions are also important both for the aggregate and cross-sectional behavior
of asset prices. Second, jumps with time-varying sizes play two key roles. On one hand,
they yield heavy tails of employment changes which we document in the data. On the other
hand, microeconomic disasters increase volatility of aggregate investment and dividend rates
of productive firms by over 20 percent while having virtually no impact on the least produc-
tive ones; as a result, jumps represent an important determinant of value and investment
premiums. Third, the comprehensiveness of the U.S. Census data allows us to precisely

parameterize the firm-level shock process, in particular its persistence, which is central to



cross-sectional asset pricing implications. Finally, the general equilibrium setting of our
model ties the time-series evolution of the marginal utility with an endogenous consumption
decision of the household, thereby making the stochastic discount factor internally consistent
(Kogan and Papanikolaou, 2012).

In the second part of the paper, we apply our model to quantitatively study macroe-
conomic and asset pricing implications of supply chain disruptions and disasters.! Global
pressures on supply chains have increased substantially and are currently at the historically
high levels, as is reflected by virtually all aggregate supply chain indices (e.g., Benigno, di
Giovanni, Groen and Noble, 2022); this is a major concern of policymakers.” One contri-
bution of our paper is to provide a cross-sectional and aggregate analysis of supply chain
disruptions and disasters using a novel, large-scale data on the universe of seaborne U.S.
import that cover nearly 200 million transactions and span the time period starting from
2007. An important advantage of this dataset is the exceptionally detailed information ac-
companying each shipment; three pieces of information are particularly important. First, we
use the exact identities of consignees (importers) and shippers (suppliers) to measure supply
chain disruptions and disasters at the individual consignee level. Second, we associate each
shipment with the ultimate parent company, and merge these parent-level data with Com-
pustat. We find that supply chain disruptions are associated with a pronounced decline in
sales growth, and that the share of firms that experience supply chain disruptions is sizable
in the bottom part of the sales growth distribution. Third, we use the detailed data on the
exact volume of each shipment (in twenty-foot equivalent units, TEUs) to characterize not
only the occurrence but also the size distribution of supply chain disruptions. In particular,
we are able to measure the prevalence and evolution of both supply chain disruptions and
supply chain disasters. We document that, while supply chain disruptions have indeed be-

come more common in the last 3-4 years, the probability of very large disruptions increased

'In an important early paper Cohen and Frazzini (2008) investigate how asset prices of economically
connected firms co-move through the supplier-customer relationship. In this paper, we focus on how returns
of firms-customers respond to supply shocks. In a more recent study, Jain and Wu (2020) demonstrate that
global sourcing strategies can predict future stock returns.

2See, for example, the recent Biden-Harris plan to secure critical supply chains (White House, 2022).



even more and nearly doubled over the same time period.

We then quantitatively evaluate the effects of these recent changes that we empirically
document. In the aggregate, the effect of higher supply chain disasters is naturally muted
as they account for only a small share of all firm-level disasters; we find that the equity
premium increases by 0.2pp. However, this effect is highly non-monotonic in the cross-
section; in particular, the expected return of high book-to-market firms increases by 0.5pp
and of low investment firms by 0.3pp. At the same time, the impact on growth stocks
and high investment firms is negligible. We further evaluate the performance of the model
by empirically studying the impact of identified supply chain disruptions on realized stock
returns and show that disruptions, especially large ones, reduce returns of value stocks more
strongly than those of growth stocks. Similarly, identified disruptions reduce returns of low

investment firms by more relative to high investment stocks.

2 Empirical Evidence On Employment Changes

In this section, we draw on the universe of U.S. firms to first show that the distribution of
employment changes in the data exhibits heavy tails: The probability of large changes is
much higher than what is implied by a Gaussian density. Furthermore, we demonstrate that
larger shocks are more transient than smaller shocks; we use this insight to put discipline on

the model developed in the next section.

2.1 Data

We use the Longitudinal Business Database (LBD) housed by the U.S. Census Bureau. The
LBD is an administrative panel dataset that covers the universe of non-farm establishments
in the U.S. private sector. The unit of observation is an establishment, which is defined as a
single physical location where business is conducted. We perform analysis at the firm-level,

which requires rolling up plant-level data to the company-level. See Appendix A.1 for details.



TABLE 1: CONCENTRATION STATISTICS OF EMPLOYMENT GROWTH

P(|Alogn| € S)
S: <005 <010 <020 >2 (~08) =30 (~12)

Data 0.444  0.492  0.604 0.059 0.021
N(0,0.41) 0.097 0.193 0.374 0.046 0.003
Ratio 4.577 2549  1.615 1.283 7.000

Notes: The empirical distribution used in these calculations is based on U.S. Census LBD for years 2005-
2006. Establishment-level data has been rolled up to the firm-level; see Appendix A.1 for details.

2.2 Heavy-Tailed Distribution of Employment Changes

In the data, the distribution of employment changes exhibits heavy tails. To illustrate this
point, we calculate concentration measures for employment changes of various sizes (see
Table 1). In the data, about 44 percent of firms experience an employment change of less
than 5 percent, whereas if shocks were drawn from a normal distribution with the same
standard deviation as in the data, only about 10 percent of firms would experience such
changes.

Importantly, extreme events are more likely in the data: A typical firm experiences a
change larger than three standard deviations (120 log points) with a probability of 2.1 percent
per annum, whereas this probability is one-seventh that size under a normal distribution.
Overall, the table suggests that modeling idiosyncratic shocks as random draws from a
Gaussian density—a standard assumption in numerous macro-finance models—will fail to

account for rare and large shocks we observe in the data.

2.3 Mean-Reversion of Employment Changes

We now adopt a nonparametric strategy to characterize the nonlinear mean-reversion of
employment shocks of various sizes. We do so by documenting the impulse response functions
of employment changes of different sizes and signs for firms of different sizes. In particular, we
group firms by their employment growth between ¢ — 1 and ¢, and their size, and then follow
their employment over the next 5 years; our approach follows Guvenen, Karahan, Ozkan

and Song (forthcoming) who studied labor income shocks. We compute employment growth



FIGURE 1: EMPIRICAL IMPULSE RESPONSE FUNCTIONS
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Notes: Figure 1 consists of three panels. The graphs demonstrate the mean reversion of employment changes
of various size for small (recent size € (P5, P10]), median (recent size € (P45, P55]) and large (recent size
€ (P90, P95]) firms. The average mean reversion varies across the RS groups because of different employment
histories. Therefore, we normalize employment changes on both the x- and y-axes such that their values
at the median 6th group of n, — n;_1 cross at zero. For additional details, see Section 2.3. Datasource:
Longitudinal Business Database.

rates between ¢ — 1 and ¢ as the log difference, nf —nj_,, where nj = i} — d; j(;.1).a¢;.1) denotes
the log employment (72!) of firm i in year ¢ net of age a(i, t), industry j(i,t) (at NAICS 2-digit
level) and year t fixed effects. We obtain n! by regressing n! on a full set of age dummies
separately for each industry-year. The average size of firm ¢ between years t —5 and t — 1 is
RS} = %22:1 ]T]t’;p, where N/ denotes employment of firm i in year t. We keep only those
firm-year observations for which we have at least 3 non-missing employment observations in
the preceding 5 years. We control for age, industry and year effects by regressing average
employment on age dummies for each industry-year, and call the residuals as recent size
(RS).

We rank and group individual firms into the following 20 RS percentiles: 1-5, ..., 96-100.
Next, within each RS group, we group firms by the size of their log employment change
between ¢ — 1 and ¢ into the following 11 categories: Alogn € (—oo0, —30), [—30, —20),
[—20, —0), [-0,-0.1), [-0.1,-0.05), [-0.05,0.05), and so on.® This way we ensure that

all firms within a group have similar sizes up to ¢t — 1, and experience a similar change in

3In our application, we use the standard deviation of log employment changes based on years 1976-2016
in the LBD, 0 = 0.41.



employment from ¢ — 1 to ¢t. For each such group of firms, we then compute the log change of
their average employment from ¢ to t + k, log E[N/,,] — log E[N;], where N/ is employment
net of age, industry and time effects. Rather than taking the average of log employment
changes, this approach allows us to keep the composition of firms constant for each horizon
k.

Figure 1 shows empirical impulse-response functions (IRFs) for small (RS € (P5, P10]),
median (RS € (P45, P55]) and large (RS € (P90, P95]) firms. Values on the horizontal axis
measure the size of log employment changes from year ¢t — 1 to ¢, while values on the vertical
axis represent the log change of average employment at horizons of 1, 3, and 5 years. Thus,
the closer the IRF is to the dashed diagonal line, the more transient the shock is. And,
conversely, the closer IRF is to the horizontal solid line, the more persistent the employment
change is.

There are several important observations. First, across the entire firm-size distribution,
small shocks are more persistent than large shocks. In particular, large negative shocks tend
to be more transient for small firms (and mean-revert by about two-thirds over 5 years),
whereas these shocks are somewhat more persistent for median and large firms. At the same
time, smaller shocks do not mean-revert nearly as fast across all three size groups.

Moreover, the sign of employment changes matters for the nature of mean-reversion;
large positive shocks appear to be more persistent than large negative shocks, especially
for small and large firms. Interestingly, large positive shocks for large firms are almost as
persistent as they are for small firms. This feature of the firm-level data is at stark contrast
with labor income dynamics; Guvenen, Karahan, Ozkan and Song (forthcoming) find that
the speed of mean reversion of large positive shocks increases in worker’s income, while our
findings suggest it is not monotonic in firm size. Finally, we note that large firms experience
larger tail shocks, since the average employment change in the first and last groups are more
extreme for large firms relative to small and median ones.

In summary, this section demonstrates a tremendous heterogeneity in mean-reversion

of employment changes depending both on the size of the firm and the size of the shock



itself. Critically, the data reveal that large shocks are more transient than small employment
changes; we later use our quantitative model to show that this has important cross-sectional

implications (Schmidt, 2022).

3 Model

We build a model of industry dynamics with heterogeneous firms in the spirit of Khan and
Thomas (2008) and Bachmann, Caballero and Engel (2013) on the macro side and Jermann
(1998) and Chen (2017) on the asset pricing side.® Time in the model is discrete and the
horizon is infinite. The economy is populated by heterogeneous firms and a representative
household. There is a single final good produced by firms which can be either consumed or

invested. Households own shares in firms, supply labor, and consume the final good.

3.1 Environment

Technology Every firm ¢ has access to a Cobb-Douglas production technology with de-
creasing returns to scale:

Z X7 zitpo, v
Y(X7 s zie, M, ki) = e e kg,

with o, v > 0 and a + v < 1. Every firm produces a homogeneous output y; by combining
capital k;; and labor n;; with corresponding shares a and v. The production function is scaled
by an aggregate component X7 and idiosyncratic component z;. Aggregate productivity

component X7 affects all firms simultaneously; it follows an AR(1) process:

Xt%rl = pZXtZ + ngZJrl’ thJrl ~ N<07 UZ)v (1)

4Other related research includes studies of entry dynamics (e.g., Clementi, Khan, Palazzo and Thomas,
2015; Clementi and Palazzo, 2016; Smirnyagin, 2022) and financial frictions (Khan and Thomas, 2013; Khan,
Senga and Thomas, 2014).



where p; € (0,1). Idiosyncratic component z; is independent in the cross-section and over

time; it follows an AR(1) process with the persistence parameter p, € (0, 1):

Zit+1 = PzRit + X(XtZ)Jit +€741s (2)

X(XZ) = —ppe X7 (3)

A jump component J; in Equation (2) is a Poisson random variable with arrival rate A,
and €7, is drawn from the normal distribution with mean 0 and variance 2. A share A of
firms experiences a jump downward each period; the size of the jump y(X7) is a function of
the aggregate state X7. Assuming strictly positive parameters py and p, this specification
implies that jumps are non-positive and larger in worse aggregate times, i.e. for low values
of X7. The timing is such that the size of the jump is known to firms at the beginning of

period t.
Labor Labor market is frictionless with the wage rate W;.

Investment Firms enter period ¢t with some predetermined idiosyncratic level of capital
ki;. The capital in period ¢+ 1 is determined by depreciation and investment made in period
t. Capital depreciates at a rate §. Investment is costly, and firms which would like to make
an unconstrained choice of capital for period ¢t + 1 have to pay a cost n > 0 denominated
in units of labor. Firms draw n from some distribution F" independently across time and

space.

Financing There is a representative household which owns all firms; the proceeds from
production net of depreciation and investment are paid out to the household as dividends

d;;. We assume no frictions on financial markets, and, thus, place no constraints on the value

of dit .

Households The economy is populated by a unit mass of identical households. Each

household consumes, supplies labor, and saves into firms’ shares. Investment in firms is a
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device households use in order to smooth consumption over time.

3.2 Firm Optimization

Beginning of the Period Let S denote the aggregate state that consists of the distribu-
tion of firms over the idiosyncratic states pu = u(k, z), as well as the value of an aggregate
shock X7. The firm enters the period with some pre-determined level of capital k. Idiosyn-
cratic productivity z is realized at the beginning of the period. Let v(k, z; S) denote the value
of the firm at the start of the period given the idiosyncratic state (k, z) and the aggregate
state S.

After the production stage takes place, firms learn the cost of capital adjustment n ~ F.

Thus, the value of the firm at the start of the period can be written as:
v(k,z;S) =n(k,2;S) + /max{vadj(k;, z;S) — nW(S), v™ adj(k‘, z;S) }dF", (4)
where firm profits m are defined as:

7(k, z;S) = maxeX e*k*n” — W(S)n. (5)

n>0

Objects v and v"°* in (4) are values the firm attains in case of unconstrained and
constrained capital choices, respectively. The profit maximization problem (5) is the static
choice of the labor input.

We assume that the cost of a capital adjustment is distributed uniformly: n ~ UJ0, 7].
The firm will choose to undertake an unconstrained investment conditional on the realization

of the cost shock 7 if and only if
v*V(k, 2;8) = W(S)n > v *Y(k, z; S).

For each firm indexed by its state (k, z; S), there is a threshold value of n*(k, z; S) such that

the firm always chooses to make an unconstrained investment if n < n*(k, z; S), and prefers
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to be constrained if n > n*(k, z; S). It follows that the threshold is given by

v (k, 2;S) — om0 adi(k, 2; S)
WS : (6)

n*(k,z;8) =

Provided that n has bounded support, we reformulate the definition of the threshold to force

it to lie within the interval [0, 7]:
n(k, z;S) = min{7, max{0,n"(k, z; S)} }. (7)

We, therefore, can rewrite the value of a firm at the start of the period (4) as follows:

o(k, 258) = m(k, ) + (w) {vad%k:, 58) - W(S)M} ;

+ (1 - M) vk, 2 8). (8)

Value of Adjusting If the firm chooses to adjust (i.e., to make an unconstrained capital

choice), then it solves the following programming problem

vk, 2 8) = max —i — AC(K' k) +E[M(S,S (K, 2;S")], (9)
K = (1_— 8)k +1, (10)

ACWH ) =2 (%)2 k. (11)
S’ ~ T(S']S), (12)

where T is the firm’s perceived law of motion of the aggregate state and M(S,S’) is a
stochastic discount factor. Parameter ¢ governs the extent of quadratic adjustment costs

AC(+) in the economy.

Value of Not Adjusting The value of not adjusting v™ 24 solves a similar to (9)-(12)

programming problem with the only difference that the firm’s investment rate is bounded

12



by some small positive number b: k' € [(1 — 3§ — b)k, (1 — 0 + b)k].

3.3 Household Optimization

The representative household maximizes the discounted stream of utilities subject to the
budget constraint. We assume that labor is supplied inelastically, N = 1. The wealth is held
in one-period firm shares, {(k, z). The price of current shares is wy, and the purchase price

of new shares is w;. The household’s dynamic programming problem is then

H(8) = max[U(c) + SEH(S')] (13)
subject to
c+ /wl(kz',z’;S)df’ < W(S)N + /wo(k‘,z;S)df. (14)

The right-hand side of (14) represents the resources available to the household; it consists
of firm shares coming from the previous period, as well as labor income. Part of these

resources is consumed, and the rest is reinvested into firm shares.

Utility We consider preferences with external habit formation of the following form:

(Ct _ H—t)lfa

U= l1—0

, (15)

where H; is a habit stock (Campbell and Cochrane, 1999). We define the habit stock H;
to capture the idea that utility over current consumption is judged relative to the past

consumption. Specifically, we first define the surplus consumption ratio as

Cy — H,

St = Ct y (16)
and then define the law of motion for S;:
. Cri )™
Siy1 = SlprStpH <Tt) ) (17)
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Let C(S) be the household’s consumption policy function. Also, let Z(k’,2";S) be a
number of shares purchased in firms which start next period with capital &’ and idiosyncratic
productivity component z’. The detailed definition of equilibrium is relegated to Appendix

B.1.

Solution Method It is challenging to solve the model with heterogeneous firms and ag-
gregate uncertainty, since the entire distribution of firms across idiosyncratic states becomes
a part of a state vector. One broadly applied method to deal with this infinitely dimensional
object is to assume that agents only use a finite number of moments of the cross-sectional
distribution to form expectations about the future (Krusell and Smith, 1998). The main
advantage of this method is the accuracy of decision rules with respect to aggregate shocks.
This, however, comes at a cost; the set of moments used in forecasting equations is typically
arbitrary, and the entire method is generally slow.

We take a different approach, and solve the model in two steps. First, we use global meth-
ods to compute the steady-state of the model economy. Specifically, we apply collocation
methods to solve the firm’s functional equations. Subsequently, we perform a second-order
perturbation of the model around the steady-state with respect to an aggregate productivity
shock, preserving the full non-linearity of firm-level decision rules with respect to idiosyn-
cratic states (Reiter, 2009; McKay and Reis, 2016; Winberry, 2018). Further computational
details are in Appendix B.

There are two important aggregate limiting cases of our model: the representative firm
frameworks of Jermann (1998) and Chen (2017).° As an additional accuracy check of our
algorithm, we turned off cross-sectional heterogeneity in our model by setting both p, and
o, to 107* (along with dropping non-convex capital adjustment costs), and reproduced key

business cycle statistics and asset pricing moments reported in aforementioned studies.

5 Another limiting case that we considered is an important paper by Chen (2018) who studied a hetero-
geneous firm model in general equilibrium with only convex adjustment costs.
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TABLE 2: PARAMETER VALUES

Parameter Description Value Target/Source Data Model
8 Discount factor 0.989  90-day Treasury-bill return 0.24  0.20
Q Capital share 0.210

v Labor share 0.640

o Utility curvature 2 Campbell and Cochrane (1999)

0 Depreciation rate 0.025 E [é] 0.10  0.10
Pz Persistence of idiosyncratic AR(1) 0.880  Mean-reversion of emp. changes

o Std of idiosyncratic AR(1) 0.038  E[P9010(Alogn)] 0.56  0.62
b Adj. region 0 -

7 Upper bound non-convex 0012  P[|i]|>0.2] 0.14 0.17
@ Quadratic adj. cost 0450 o [f] 016 0.2
S Steady state surplus consumption 0.100  Mean Sharpe ratio 0.44  0.37
PH Habit persistence 0.980  Benchmark value

A Habit sensitivity £ —1 Chen (2017)

Pz Persistence of aggregate TFP 0.980  Benchmark value

oz Std of aggregate TFP 0.014 o(Y) 1.78  1.82
0o Size of jump 0.303  E[P5010(Alogn)] 0.26 0.31
p1 Sensitivity of jump 4.050  o[P5010(Alogn)] 0.03  0.03
A Jump intensity 0.011  P[Alogn < —30] 0.01  0.01

4 Parameterization and Model Fit

We set the model period to be one quarter. The time preference parameter (3 is chosen to fit
the mean return on 90-days Treasury bills. We set the labor share v = 0.64 and choose the
capital share a so that the total returns to scale are 85 percent. Utility curvature is equal
to 2 (Campbell and Cochrane, 1999).

Depreciation rate is ¢ = 0.025 such that the mean annual investment rate is 10 per-
cent. The persistence p, for the idiosyncratic productivity process is set such that large
negative employment changes (Alogn! < u — 30) recover by one-half over the course of 5
years among firms with the median recent size, in line with empirical evidence reported in
Section 2. Idiosyncratic volatility o, = 0.038 is set to match the time-series average of the
interdecile range of employment changes in the data. The upper bound of non-convex capi-
tal adjustment costs 7 = 0.012 is set to match the probability of investment spikes, and the
quadratic adjustment costs parameter ¢ = 0.45 is chosen to generate the observed dispersion
of investment rates (investment moments are from Zwick and Mahon, 2017).% We set b = 0,

i.e. in case of a constrained investment decision firms let current capital depreciate. We set

6 An investment spike is a situation when the investment rate exceeds 20 percent in absolute value.
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pz, the persistence of aggregate TFP, to a benchmark value of 0.98. The standard deviation
of innovations to aggregate TFP o, = 0.014 is set to match the volatility of GDP.

The size of the jump pg governs the length of the left tail of log employment changes, we
set po = 0.303 to capture the average value E[P5010(Alogn)] = 0.26. The sensitivity pa-
rameter p; is set to match a time-varying left tail of log employment changes; thus, volatility
of P5010(Alogn) is a natural target to identify this parameter.” Finally, the Poisson arrival
rate A = 0.011 is chosen such that the probability of large negative events (Alogn < u—30)
aligns with the data.

Typically, it is assumed that Ay is a decreasing function of surplus consumption; this
generates a countercyclical volatility of marginal utility and leads to a time-varying risk

premium. However, we assume that the sensitivity of habit is constant over the business

1_

3 — 1. It turns out that production economies accompanied by

cycle, and is equal to \y =
precautionary motives endogenously generate countercyclical consumption volatility, thereby
accounting for the smooth risk-free rate and high and volatile equity premium (Chen, 2017).
We set S = 0.10 to match a mean (annual) Sharpe ratio of excess returns of 0.44. Persistence

of habit py is set to the benchmark value of 0.98; we present sensitivity analysis of this choice

in Section 5.4. Table 2 summarizes the parameterization of the model.

5 Macroeconomic and Asset Pricing Implications

This section discusses macroeconomic and asset pricing implications of the model developed
in the previous section. We first demonstrate in Section 5.1 that the model generates a
lumpy investment rate distribution and a heavy-tailed distribution of employment changes,
and discuss the role of microeconomic disasters in accounting for these features. We then
show in Section 5.2 that the model successfully accounts both for aggregate asset pricing and
key business cycle statistics. Section 5.3 demonstrates that the time-varying risk premium

in the model gives rise to predictable returns. Furthermore, Sections 5.4 and 5.5 first discuss

"Both the length and volatility of the left tail of log employment changes are sourced from Salgado,
Guvenen and Bloom (2020).
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FIGURE 2: DISTRIBUTIONS OF INVESTMENT RATES AND EMPLOYMENT CHANGES IN
STEADY STATE
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Notes: Figure 2 consists of two panels. Panel (A) plots the p.d.f. of investment rates in the steady state of
the model. The vertical black line marks the mean investment rate in the simulated panel of firms. Panel
(B) plots the distribution of employment log changes, Alogn. The red line is the normal density with mean
0 and the same standard deviation as the simulated data.

the sensitivity of our results with respect to key structural parameters, and explain how
microeconomic disasters generate high equity premium. We then study implications of the
model for the cross-section of stock returns by showing that the model generates both the
value and investment premiums (Sections 5.6 and 5.7). Finally, we demonstrate that the
degree of mean-reversion of jump shocks is much more important for the cross-section of

stock returns as compared with the persistence of small shocks (Section 5.8).

5.1 Cross-sectional Distributions

Figure 2 displays the model-generated distributions of investment rates (panel (A)) and
employment log changes (panel (B)). Due to the fixed cost of capital adjustments, there is a
considerable mass of observations with close-to-zero investment along with a substantial mass
of observations with large positive investment spikes. It is worth noting that asset pricing
literature made some progress with various types of quadratic costs (e.g., Zhang, 2005; Chen,
2018; Bai, Hou, Kung, Li and Zhang, 2019); however, it is challenging to capture the lumpy

nature of investment without a non-convex component of capital adjustment costs.
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TABLE 3: AGGREGATE ASSET PRICING AND BUSINESS CYCLE MOMENTS

Moment Data Model

E[r] 0.89  0.79
E[r¢ — /] 6.36  6.56
olr!] 1.82  2.46
olre —rf] 16.52  18.50
ACy[r!] 0.84  0.99
ACy[re —rf]  0.08  0.00
o(Y) 1.78 181
p(C,Y) 0.91  0.99
p(1,Y) 0.87  0.95

o(C)/o(Y) 082 052

a(l)/o(Y) 464  4.29
Notes: Table 3 reports asset pricing and business cycle statistics in the data and model. The symbols have
the following meaning: r/, risk-free rate, r¢, return to equity, Y, output, C, consumption, I, investment,
o(+), standard deviation, AC:(+), autocorrelation, p(-), correlation. Only levels of macro aggregates (C,Y,
and I) were log-differenced and HP-filtered with the smoothing parameter of 1600. Business cycle statistics
are quarterly and asset return moments are annualized and reported in percentage terms. Model moments
are the mean across 100 simulations of 500 quarters. We burn 200 first periods to reduce the impact of initial
conditions.

Panel (B) demonstrates a left-skewed and heavy-tailed distribution of employment log
changes; due to the presence of rare microeconomic disasters, the left tail is thicker as
compared with normal density. In particular, the share of observations further than —3c
from the mean is about 9 times bigger relative to normal distribution; this accords well with
empirical evidence reported in Section 2.

Table D18 in Appendix assesses the role of microeconomic disasters for cross-sectional
distributions of investment rates and employment changes. We find that the distribution
of investment rates is to a large extent invariant to microeconomic disasters; this is not
surprising given that the model features both convex and non-convex capital adjustment costs
which force capital to adjust slowly. However, the model features a frictionless labor market;
thus, labor is more fluid than capital, and we see a significant impact of microeconomic
disasters on the distribution of employment changes. Specifically, we find that jumps both
increase the dispersion of the distribution and raise the share of firms that experience very
large changes. Therefore, jumps play a key role in accounting for heavy tails of employment

shocks observed in the data.
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5.2 Aggregate Implications

The model matches important asset pricing and business cycle moments (Table 3). In
particular, the model is capable of picking up aggregate asset pricing moments; the risk-
free rate is small and stable, and the equity premium is large and volatile.®* While the latter
typically arises in habit models (e.g. Jermann, 1998; Campbell and Cochrane, 1999), the
smoothness of the risk-free rate is achieved due to the countercyclical consumption volatility
that counteracts low intertemporal elasticity of substitution (Chen, 2017). Specifically, the

S

2 = 0.05; this incentivizes the household to borrow from the

IES in external habit models is
future during downturns by selling the risk-free asset, thereby pushing up its return. On the
other hand, an increase in consumption volatility in recessions activates the precautionary
savings motive; this stimulates savings and, as a result, stabilizes the dynamics of the risk-
free rate. The model also fits other time-series properties of asset prices: The risk-free rate
is highly persistent, while the excess returns are nearly a random walk.

Furthermore, the model matches standard business cycle statistics. Investment is more
volatile than output and consumption is less volatile than output in both the model and
the data. All macroeconomic aggregates are highly correlated with each other since there is
a single aggregate shock. Provided that jumps are idiosyncratic and rare, the quantitative
impact of microeconomic disasters on aggregate business cycle dynamics is limited (see Ta-
ble D19 in Appendix). Nevertheless, jumps have important quantitative implications in the
cross-section. To demonstrate this, we sort firms into quintiles with respect to idiosyncratic
productivity and re-sort them every four quarters. Table 4 shows that microeconomic disas-
ters have a sizable impact on aggregate investment and dividend rates in the cross-section.
Specifically, we find that, in the absence of jumps, least productive firms have lower invest-
ment and, accordingly, higher dividend rates. At the same time, the time-series volatility
of both rates is monotonically increasing in productivity; the dividend rate of the most pro-

ductive firms is about 10 percent more volatile relative to unproductive firms. Incorporating

8We compute the expected (gross) risk-free rate as E[R]/] = E [m], and the equity return as

RE(S'|S) = b it i where d(k, 2;8) = y(k, 2 S) — W(S)n(k, 2 8) — i(k, % S) — AC(k,K').
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TABLE 4: AGGREGATE INVESTMENT AND DIVIDEND RATES BY PRODUCTIVITY (QUIN-
TILE

A=0 X = 0.011
Group E[z] oli] B[R] o[%] Elxl olz] E[R] o[Z]
Tow 11 15 41 21 08 15 41 21
2 20 17 39 23 18 20 42 28
3 25 17 37 23 25 20 39 28
4 29 19 36 23 31 22 38 28
High 36 23 36 23 39 25 36 28

Notes: Table 4 reports the mean aggregate investment and dividend rates by productivity quintile for two
versions of the model: with jumps (A = 0.011) and without them (A = 0). Firms are sorted into quintiles
based on idiosyncratic productivity and are re-sorted every 4 quarters. Model moments are averages across
100 simulations with 500 quarters each; 200 first quarters are discarded to reduce the impact of initial
conditions. Figures are quarterly and in percent.

jumps (A = 0.011) makes the difference between productive and unproductive firms more
striking. In particular, the standard deviation of the dividend rate in the top quintile is about
30 percent higher than that in the bottom quintile. The entire difference is accounted for
by the higher volatility of more productive firms; Section 5.6 argues that this has important

implications for the cross-section of stock returns.

5.3 Predictability of Dividend Growth and Excess Returns

Table 5 reports regression results of excess equity returns and future dividend growth on
price dividend ratio. The table shows that the model matches key empirical facts about the
time-varying risk premium, since the price dividend ratio has a strong predictive power for
future excess returns.

As per future dividend growth, slope coefficients in the model simulated data have the
right sign and are slightly higher than those in the data; however, the current price dividend
ratio has a strong predictive power for future dividend growth. The reason why our model
exhibits high predictability of the dividend growth emerges due to the (relatively) low vari-
ance of innovations to idiosyncratic productivity o,. We choose this parameter to capture
the interdecile range of log employment changes; the low value of ¢, which the model needs

to fit that moment results in a relatively low noise in future stream of dividends, making its
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TABLE 5: PREDICTABILITY OF EXCESS RETURNS AND DIVIDEND GROWTH

Dependent Variable

Z?:1(Tm,t+j ) 2;21 Adp 1
Model Model
L(years) Data Mean P5 P95 Data Mean P5 P95
1 -0.12  -0.08 -0.18 -0.02 0.00 0.03 0.01 0.06
B 3 -0.27  -0.23  -0.45 -0.08 0.01 010 0.03 0.19
3 -042 -0.35 -0.71 -0.12 0.04 0.17 0.06 0.33
1 -2.63 -1.85 -3.35 -0.47 0.11 222 0.68 3.29
t-stat 3 -3.19 342 -721 -0.92 0.19 440 215 6.27
Y -3.37 449 -9.57 -0.85 048 6.20 3.49 9.20
1 0.09 007 0.00 0.16 0.00 0.08 0.01 0.15
R? 3 0.19 0.18 0.01 0.47 0.00 0.25 0.07 0.40
Y 026 026 0.0l 0.62 0.01 039 0.18 0.60

Notes: Table 5 reports the OLS estimates of regressions of the form Y = o+ (pm,t —dm,)+€1, where the left-

hand side variable Y is either the dividend growth, Zle Ad,, 144, or the excess return, Zle (Pt =T f o5 )-
The symbols have the following meaning: d,, ;, the logarithm of value-weighted dividend, py, +, the logarithm
of average value, 7., is the log return weighted by value, ry, the risk-free rate. Data moments are from
Beeler and Campbell (2012). Model moments are the mean across 100 simulations of 500 quarters. We
burn 200 first periods to reduce the impact of initial conditions. t-stats are Newey-West with 2(L — 1) lags.
Figures are annual and real.

growth highly predictable. Other asset pricing studies with heterogeneous firms (e.g., Bai,
Hou, Kung, Li and Zhang, 2019) use other moments to inform this model parameter and
typically calibrate o, to a much higher value. We experimented with larger values of this
parameter and found that predictability of the future dividend growth gets reduced (at a

cost of a significantly poorer fit of other cross-sectional moments).

5.4 Sensitivity Analysis

In this subsection, we discuss how sensitive our results are with respect to several key struc-
tural parameters.

A higher persistence of idiosyncratic shocks p, reduces volatility of individual and, as a
consequence, aggregate investment (o(7)/o(Y") declines); thus, aggregate dividends become
more volatile and the equity premium rises.

Increasing A, the probability of microdisasters, by 2pp per quarter—from 0 to 0.02—
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TABLE 6: SENSITIVITY TO PARAMETER VALUES

Parameter P2 A p1

Value L(0.850) H(0.920) 1,(0.000) H(0.020) L(1.000) H(10.000)
E[r/] 1.00 0.96 1.24 0.28 1.00 0.24
E[r¢ — rf] 5.08 7.72 4.96 8.28 6.24 7.20
o(rf) 4.40 2.32 2.28 2.54 2.52 2.64
o(re —rl) 22.36 15.24 15.62 18.24 18.08 19.24
o(C)/o(Y) 0.63 0.50 0.48 0.54 0.50 0.54
o(l)/o(Y) 5.19 4.52 4.36 4.13 4.37 4.10
Parameter Po Pl Pz

Value L(0.100) H(0.500) L(0.970) H(0.990) L(0.970)  H(0.990)
E[r/] 1.16 -0.24 1.64 -0.72 1.96 -1.24
E[r¢ — r7] 4.84 6.48 6.00 7.04 5.48 7.96
a(rf) 2.76 2.22 2.54 2.42 2.30 2.68
o(re —rl) 15.34 14.28 17.42 19.06 15.92 21.26
a(C)/o(Y) 0.51 0.57 0.47 0.59 0.44 0.62
o(l)/a(Y) 4.56 3.85 4.64 3.75 4.74 3.60

Notes: Table 6 reports the mean and standard deviation of the risk-free rate (r/) and the equity premium
(r¢ — r7), as well as the relative (to output, Y)) volatilities of consumption C' and investment I. Macro
aggregates (C,Y, and I) were log-differenced and HP-filtered with the smoothing parameter of 1600. For each
parameter considered, “L(-)” denotes the lower value, and “H(-)”—the higher value. Asset return moments
are annualized and reported in percentage terms.

decreases the risk-free rate by 1pp and raises the equity premium by more than 3 percentage
points per annum. As the odds of large negative events become higher (we show this more
formally in Section 5.5), equity becomes riskier, and investors choose to save in a risk-free
asset. This drives up its price and, thus, pushes down average returns. Qualitatively similar
effects emerge in case of an increase in the size of the jump py and the elasticity of the jump
with respect to aggregate TFP, p;.

The persistence of habit py directly governs the speed with which surplus consumption
converges to the steady-state in the aftermath of an aggregate economic shock. Higher rate
of mean-reversion of external habit increases time-series fluctuations in the marginal utility,
thereby making firms riskier. Thus, the household prefers to save in a risk-free asset, leading
to a lower risk-free return.

Finally, the effect of aggregate persistence py is qualitatively similar to that of idiosyn-

cratic p,; investment becomes less volatile and the market premium rises. However, the
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FIGURE 3: IMPULSE-RESPONSE FUNCTIONS IN MODELS WITH AND WITHOUT MICROE-
CONOMIC DISASTERS
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Notes: Figure 3 plots impulse-response functions to a one standard deviation negative innovation to aggregate
TFP. Model with microdisasters (A = 0.02) is solid black, model without disasters (A = 0) is dotted red.

impact of pz on the risk-free rate is quantitatively much stronger.

5.5 Microdisasters and Equity Premium

We have shown in Section 5.4 that a modest increase in the probability of a downward jump
by 2pp raises equity premium by more than 3pp per annum. Figure 3 plots impulse-response
functions of aggregate output, consumption, and marginal utility to a one standard deviation
negative innovation to aggregate TFP.

Aggregate output falls by the same percentage upon impact in both models, since the
effect of jumps manifests itself in the productivity only starting from the next period. How-
ever, from the next period onward, the two economies diverge reflecting the persistent effect
of microeconomic disasters. Provided that large negative events limit the production capac-
ity of the economy, aggregate consumption declines stronger in the economy with A = 0.02.
As a result, the marginal utility becomes more countercyclical. This makes investors care
more about fluctuations in the dividend stream, thereby driving up the premium (Jermann,

1998).
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TABLE 7: SUMMARY STATISTICS FOR 5 B/M SORTED PORTFOLIOS

E[Rport] U[Rport]
Model Model
Portfolio Data A =0 A=0.011 Data A=0 X=0.011
Low 7.5 4.8 4.7 189 17.5 16.2
2 7.8 4.8 4.7 16.2 17.0 15.5
3 8.5 5.2 5.3 15.8 17.0 15.5
4 9.3 5.8 6.3 18.0 17.0 15.8
High 11.7 6.5 8.6 20.3  17.1 16.5

Notes: Table 7 reports the mean and the standard deviation of returns for 5 value-weighted portfolios using
B/M. Returns are annualized, value-weighted and are computed over the next year. The model counterpart
of B/M is capital divided by the ex-dividend firm market value k/(v(k, z;S) — d(k, z; S)), where dividend
d(k,z;S) is defined as in footnote 8. Model moments are averages across 100 model simulations with 500
quarters each; 200 first quarters were discarded to reduce the impact of initial conditions. Data moments
are from Kenneth French’s website and correspond to 1964-2019; returns have been corrected for inflation.

5.6 Value Premium

This section demonstrates that the model accounts for the cross-section of stock returns.
In particular, the model is capable of generating a value premium of about 4 percent per
year, a number close to that in the data. Table 7 provides summary statistics on quintile
B/M-sorted portfolios. The first three columns demonstrate that, both in the model and in
the data, expected returns are monotonically increasing in B/M. The second column shows
that the value premium (quintile 5-1 return) is about 1.7 percent in the version of the model
without microeconomic disasters. However, the value premium in the model with jumps is
3.9 percent per annum, which is close to 4.2 percent in the data. The last three columns
show that the model tracks the data well in terms of the volatility of returns.

It is instructive to look at the definition of value in the model. Specifically, panel (A) of
Figure 4 shows that value firms (high B/M) predominantly have low productivity and are
stuck with high stocks of (temporarily) unproductive capital. In the model, there are only 2
dimensions of the cross-sectional heterogeneity—capital and (idiosyncratic) productivity—
and the first panel essentially indicates that value and growth firms mainly differ along the
productivity dimension. At the same time, capital is slowly-moving due to the presence of
convex and non-convex capital adjustment costs, and its role in the B/M heterogeneity across

firms is limited. Panel (B) shows that expected returns decline strongly in productivity.
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FIGURE 4: FIrRM STATES, B/M, AND EXPECTED RETURNS
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Notes: Figure 4 consists of two panels. Panel (A) plots the relationship between B/M and idiosyncratic
productivity for firms with low, medium and high levels of capital k;;. Low, medium and high capital
are the 25-, 50-th and 75th percentiles of simulated data. B/M is capital divided by the ex-dividend firm
market value k/(v(k, z; S) — d(k, z; S)), where dividend d(k, z; S) is defined as in footnote 8. Panel (B) plots
the relationship between expected returns (annualized) against idiosyncratic productivity (separately for 3
different levels of capital, like in Panel (A)).

In order to demonstrate why value firms earn higher returns than growth firms, we plot
impulse-response functions of average dividends for productive and unproductive firms to a
negative TFP shock. For the purpose of this exercise, we call a firm productive if its idiosyn-
cratic productivity is above 0.2, and unproductive in case it is lower than -0.2. We chose
to plot average dividends to eliminate the effect of time-varying masses of unproductive and
productive firms in the aftermath of an aggregate shock. Figure 5 demonstrates two things.
First, average dividends of unproductive firms fluctuate much less relative to productive
firms; the cash flow of highly productive firms is strongly countercyclical. Thus, unproduc-
tive firms are riskier, and investors require higher compensation to hold those stocks. This
is the key reason for why value premium emerges in our framework.

Moreover, an increase in A makes dividends of all firms more countercyclical, but the
impact on unproductive firms is weaker, and their dividend stream becomes nearly acyclical.
This reflects the fact that these firms have very low output and investment, and, thus, lower

aggregate productivity has a limited impact on both of those components. Provided that
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FIGURE 5: IMPULSE-RESPONSE FUNCTIONS OF AVERAGE DIVIDENDS FOR PRODUCTIVE
AND UNPRODUCTIVE FIRMS
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Notes: Figure 5 plots impulse-response functions of average dividends for productive and unproductive firms
to a one standard deviation negative innovation to aggregate TFP. Model with microdisasters (A = 0.011)
is solid black, model without disasters (A = 0) is dotted red. Productive firms (“pr.”) are those with
idiosyncratic productivity above 0.2, unproductive firms (“unpr.”) have productivity lower than -0.2.

higher values of A make marginal utility more volatile (see Section 5.5), this generates higher
returns on value (unproductive) firms. At the same time, dividends of productive firms be-
come even more countercyclical as A rises, since the presence of large negative shocks induces
them to cut their investment stronger. Our simulations reported in Table 7 demonstrate that
average returns of the two bottom B/M quintiles slightly decrease as A rises. Note how these
results echo an earlier discussion on the cyclical properties of aggregate investment and div-
idend rates in Section 5.2; there we showed that jumps increase the volatility of dividends
for productive firms, while the impact on unproductive firms is muted. In sum, microeco-
nomic disasters increase the value premium both by raising returns of value firms and slightly

reducing returns of growth stocks.

Value vs. Profitability Premium In the data, firms with higher profitability ratios—

defined as the ratio of profits to total assets—tend to earn higher average returns; this
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is often referred to as profitability premium (Novy-Marx, 2013). This phenomenon has
recently received considerable attention in the literature (e.g., Bouchaud, Krueger, Landier
and Thesmar, 2019; Kogan, Li and Zhang, 2022). However, it turns out that it is difficult
for production economies, including the model developed in this paper, to simultaneously
account both for the value and profitability premiums; the key reason is that productive
firms in this class of models are both low B/M (growth) and highly profitable. Thus, it is
problematic to jointly account for low expected returns of growth stocks and high returns of
profitable firms. One way to rationalize both premiums in a production economy setting is
to introduce persistent and transitory shocks to idiosyncratic productivity (Ai, Li and Tong,
2021); the authors show that firms’ market value is more responsive to the former type of
shocks, whereas profitability—to the latter. As a result, this decouples productivity from

B/M and allows the model to generate both types of premiums.

5.7 Investment Premium

Provided that less productive firms earn higher returns than more productive firms, the
model naturally accounts for the investment premium. In the data, stocks of firms with
lower prior investment on average earn higher returns as compared to firms with higher
prior investments (Fama and French, 2015); the quintile 1-5 return is more than 3 percent
per annum (column (1) in Table 8).

In the model, idiosyncratic productivity accounts for the cross-sectional heterogeneity
of firms, and is, thus, tightly linked to investment decisions of firms. For instance, Figure
C7 in Appendix demonstrates that investment decisions of firms are strictly increasing in
productivity at all levels of capital, but especially so for firms with low capital. We have
already shown that expected returns decline strongly in productivity; this leads to a negative
relationship between investment rates and expected returns.

We find that the model without microeconomic disasters (A = 0) generates a 1-5 quintile
return of 3.4 percent per annum (column (2) in Table 8); this accords well with the investment

premium found in the data. The model with disasters (A = 0.011) generates an investment
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TABLE 8: SUMMARY STATISTICS FOR 5 INVESTMENT SORTED PORTFOLIOS

E[Rport] U[Rport]
Model Model
Portfolio Data A =0 A=0.011 Data A=0 X=0.011
Low 10.5 7.3 8.9 18.8 18.6 18.1
2 8.6 6.7 8.5 149 179 17.3
3 8.0 5.8 6.5 15.8 17.2 16.0
4 8.0 4.9 4.9 170 16.7 15.3
High 7.2 3.9 3.8 22.0 16.2 14.7

Notes: Table 8 reports the mean and the standard deviation of returns for 5 value-weighted portfolios using
firm-level capital growth. Returns are annualized, value-weighted and are computed over the next year.
Specifically, portfolios are formed at the start of year t based on the growth rate of capital from the end
of year t — 2 to the end of year t — 1. Model moments are averages across 100 model simulations with 500
quarters each; 200 first quarters were discarded to reduce the impact of initial conditions. Data moments
are from Kenneth French’s website and correspond to 1964-2019; returns have been corrected for inflation.

premium of about 5 percent, and this increase is predominantly driven by a much higher
return on stocks in the first two quintiles (least productive firms). This mirrors the logic
for why an increase in the value premium is driven by the top quintile of B/M firms; in
both cases, microeconomic disasters have a more pronounced impact on the riskiness of

unproductive firms.

5.8 Persistence of Small vs. Large Shocks

As we have documented in Section 2, the extent of mean-reversion of firm-level shocks varies
depending on the size of the shock. In particular, the data reveal that large shocks are more
transitory than small shocks; this result is pervasive and holds across the entire firm-size
distribution. In this section, we explore how persistence of different types of shocks affects
the cross-section of stock returns in our model.

To fix ideas, we refer to realizations of the normal random variable ¢ in Equation (2) as
“small” shocks; at the same time, the jump component J is referred to as a “big” shock. It is
straightforward to explore the role of persistence of small shocks; one needs to compare the
performance of models with different values of p, when the jump component is absent, A = 0.
The first column in Table 9 demonstrates how average returns of B/M sorted portfolios

change when p, increases from the benchmark value of 0.88 to 0.92 (\ is set equal to 0). We
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TABLE 9: PERSISTENCE OF IDIOSYNCRATIC SHOCKS: IMPACT ON CROSS-SECTION OF
STOCK RETURNS

B/M Sorted Investment Sorted
Portfolio Small Shocks Big Shocks Small Shocks Big Shocks
Low -1.1 -1.8 +0.5 +2.7
2 -1.2 0.6 +1.7 +3.2
3 -0.9 +1.0 +0.3 +2.7
4 0.3 +3.6 0.9 +0.1
High +14 +9.2 -1.6 0.5

Notes: Table 9 reports the change in average returns for 5 B/M and investment sorted portfolios when
persistence of idiosyncratic shocks increases from the benchmark value of 0.88 to 0.92. The construction
of portfolios follows the same steps as in Tables 7 and 8. “Small shocks” columns report the change in
portfolio returns between models {\ = 0,p, = 0.92} and {\ = 0, p, = 0.88}. “Big shocks” columns report
the following double-difference in portfolio returns:

[{A =0.011, p. = 0.92} — {A = 0.011, p. = 0.88}] — [{A =0, p, = 0.92} — {A =0, p. = 0.88}].

Moments are averages across 100 model simulations with 500 quarters each; 200 first quarters were discarded
to reduce the impact of initial conditions.

find that the value premium increases by 2.5pp; average returns of growth stocks decrease,
while returns of value firms rise. We repeat this exercise for investment sorted portfolios is
column (3); the investment premium increases by a comparable amount of 2.1pp.

We now isolate the role of persistence of large shocks by considering a double-difference of
portfolio returns. Specifically, we first compute the difference in returns varying the degree
of persistence in the model with jumps (A = 0.011) and without jumps (A = 0) separately.
Intuitively, in the first case we capture the role of higher persistence for both big and small
shocks, whereas in the second case we measure the role of higher persistence for small shocks
only. Subsequently, we take the difference of these two differences—the second difference—
which isolates the effect of higher persistence for the jump component. The second and
fourth columns of Table 9 demonstrate that persistence of the jump component plays a
major role; the value and investment premiums increase by 11 and 3.2pp, respectively. Our
simulations also show that the effect of higher persistence is primarily driven by elevated
returns of the least productive firms, i.e. more risky firms. In general, these results illustrate
that persistence of shocks plays a paramount role for the cross-section of stock returns, and,

thus, it is important to put discipline on mean reversion of shocks of different sizes for the
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quantitative success of asset pricing models.

6 Application: Supply Chain Disruptions and Disasters

This section studies the impact of supply chain disasters on asset prices by combining our
quantitative model developed in Section 3 with a large Bill of Lading data on importing
activity of U.S. firms.

We start with the description of the data in Section 6.1, and discuss how we measure
supply chain disruptions in Section 6.2. In Section 6.3, we document that supply chain
disruptions impair firm-level performance. Finally, we study the impact of supply chain

disasters on asset prices in Section 6.4.

6.1 Data

Background S&P Global Panjiva is a bill of lading (BoL)) dataset that covers over a billion
of shipment-level records traded across borders. While Panjiva provides access to shipment-
level data for 14 countries, in this paper we work with U.S. imports; the raw data include
nearly 200mln records and span the period from 2007 to the present time. The U.S. data
only include seaborne import, and, therefore, account for about one half of the overall U.S.
import.”

The data represent bills of lading from U.S. Customs and Border Protection (CBP),
which are freely available under the Freedom of Information Act of 1966 (FOIA). A BoL is a
legal document that serves as a record that a shipment has been transported from its origin
to its final destination. Each BoL requires companies to fill out various fields, including
shipper(exporter)/consignee(importer) name and address, description of the good(s), vessel
name, transport company name, ports of lading (loading) and unlading (unloading), weight,

quantity, and container information. Panjiva collects, parses and stores raw data in an

Flaaen, Haberkorn, Lewis, Monken, Pierce, Rhodes and Yi (2021) also argue that these data accord
well with U.S. Census Bureau aggregate series. In principle, using the BoL data for Mexico one can account
also for an important proportion of land shipments.
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FIGURE 6: CHARACTERISTICS OF SEABORNE IMPORT BY U.S. FIRMS

L T e D
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Number of Foreign Shippers Number of Quarters w/ Transactions
[] Share of US Consignees [l Share of Volume (TEUs) 1 Share of Con.-Ship. Pairs [l Share of Volume (TEUs)
(A) Distribution of firms by num. of shippers (B) Frequency of transactions by trade pair

Notes: Figure 6 consists of two panels. Panel (A) plots the distribution of U.S. firms (consignees) by the
number of foreign shippers (gray bars) in 2019. Panel (B) plots the distribution of trade pairs with respect
to transaction frequency in 2019; the sample is restricted to those pairs which traded at least once in 2018.
Black bars show shares of total import by volume (TEUs) that each category accounts for.

accessible way. On top of providing the raw data, Panjiva also imputes several additional
variables, including, for example, shipment volume in twenty-foot equivalent units (TEUs);
the imputation is based on the container information and other shipment characteristics.
Panjiva data are updated several times a week; thus, the timeliness of their release represents
an advantage over the official U.S. trade data. See Appendix A.2 for additional details about

Panjiva.

Sample Selection Throughout the analysis, we work at the level of the ultimate parent
company; to this end, we use the the cross-reference file provided by Panjiva to associate
a head company ID with each consignee ID; this also allows us to link shipment data with
Compustat and study the implications of supply chain disruptions for asset pricing.

We impose several selection criteria to the raw data. First, we account for the redacting
activity of U.S. consignees; the firms may requests that the U.S. Customs and Border Pro-
tection remove their identity in the shipper or consignee field. Specifically, we exclude firms

if the number of unique shippers exceeds the mean +3 standard deviations at any point of
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time.'? This way, we drop companies which have large spikes (up or down) in the number
of shippers which may be indicative of the redacting activity.

Second, given our interest in measuring supply chain disruptions, we focus on companies
which actively import; thus, firms which do not to make transactions frequently enough (in
at least 50 percent of quarters they are present in the sample) are also excluded. Finally, we
exclude carriers and logistic companies; it turns out that when a carrier handles a shipment
end-to-end, then this logistic company will be recorded as a consignee. To address this issue,
we hand-created a list of the largest 100 logistic companies, and subsequently excluded
observations where these logistic companies/freight forwarders are recorded as consignees.
The remaining sample selection details are relegated to Appendix A.2.3.

Table 10 reports summary statistics for select years. Overall, the data cover approxi-
mately 50,000 ultimate parent firms. In the data, firms are highly right-skewed in terms
of shipments, import volume, and the number of shippers. The average firm makes about
80 transactions per year, which collectively occupy 200 containers (twenty-foot equivalent
units, TEUs). The mean firm has 10 unique shippers per year, while the median one has
only 4. Furthermore, a significant share of firms only have 1 shipper, while consignees in the
top decile import from more than 20 firms.

Figure 6 visualized the nature of the importing activity of firms in our sample. Panel
(A) demonstrates that 80 percent of firms have fewer than 10 unique shippers; these firms
collectively account for about 35 percent of the total import volume. Approximately 10
percent of U.S. consignees trade with more than 20 shippers and they account for almost 60
percent of the overall import volume. Panel (B) shows that about one-third of trade pairs
transact every quarter, and that these pairs are important in the aggregate since 80 percent
of import occurs between frequent trade partners.

A large part of our analysis is focused on a subset of consignees which can be linked with
the universe of Compustat firms. In order to merge Panjiva data with Compustat, we use

the crosswalk sourced from WRDS. The crosswalk contains the starting and ending date for

19The mean and standard deviation are computed individually for each firm.
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TABLE 10: SUMMARY STATISTICS, SELECT YEARS

Year 2010
Variable Number of Firms Mean Std. Dev. P10 P50 P90
Shipments (1000s) 46946 0.074 0.390 0.002 0.016 0.146
Volume (1000s TEUs) 46946 0.171 1.669 0.001 0.017 0.267
Number of shippers 46946 9.916 24.064 1.000 4.000 21.000
Year 2015
Variable Number of Firms Mean Std. Dev. P10 P50 P90
Shipments (1000s) 51688 0.092 0.622 0.003 0.017 0.168
Volume (1000s TEUs) 51688 0.218 1.937 0.001 0.020 0.330
Number of shippers 51688 10.340 28.983 1.000 4.000 22.000
Year 2020
Variable Number of Firms Mean Std. Dev. P10 P50 P90
Shipments (1000s) 49014 0.084 0.597 0.002 0.015 0.155
Volume (1000s TEUs) 49014 0.205 1.789 0.001 0.019 0.330
Number of shippers 49014 9.418 24.223 1.000 4.000 20.000

Notes: Table 10 reports summary statistics for the underlying sample of U.S. firms for years 2010, 2015 and
2020. The variables have the following interpretation: Shipments, total annual number of shipments (in
1000s), Volume, total annual volume in 1000s TEUs, Number of shippers, total annual number of unique
shippers.

every ultimate parent company ID — GVKEY pair; we use the link which was active in a

given time period. The sample of public firms exhibits broadly the same patterns as the

bigger sample (see Figure C1 in Appendix).

6.2 Supply Chain Disruptions

We now describe how we identify both supply chain disruptions and disasters using our com-
prehensive micro-level data on individual transactions.'! We say that a supply relationship
between consignee i and shipper j is disrupted in quarter ¢ if this pair (i) was active in
each of the preceding 4 quarters, (i) was inactive in ¢, and (74) was active in ¢ + 1. This
choice reflects several considerations. On the one hand, we require trade relationships to be
well-established and frequent (condition (7)). Otherwise, it is difficult to separate an event

of disruption from the infrequent nature of trade activity for a given consignee-shipper pair.

" Measuring supply chain disruptions is not a trivial task because these shocks can occur for multiple
reasons, including natural disasters and weather-related problems (Carvalho, Nirei, Saito and Tahbaz-Salehi,
2021), bankruptcy of the counteragent (Yang, Birge and Parker, 2015), bankruptcy of a carrier (Kwon, 2021),
and many others (see, for example, Hendricks and Singhal, 2005). Our metric is attractive since it allows
us to capture disruptions of different natures.
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On the other hand, we need to ensure that the event of inactivity at time ¢ does not merely
reflect the consignee’s choice whereby it finds a better supplier and terminates import from
a given shipper (condition (74)). In principle, disruptions may last longer than one quarter;
such events are not classified as disruptions given the baseline definition. We performed
extensive sensitivity analysis in Appendix A.3 where we, for instance, required the trade
relationship to be active for 3 out of 4 quarters between t 41 and ¢ +4. The results are qual-
itatively similar. We chose the first definition as the baseline because it allows us to identify
more disruptions toward the end of the sample period which is of particular importance for
this study.

Furthermore, we chose to measure disruptions at quarterly frequency in order to avoid
potential complications arising from seasonality patterns; these considerations are likely to be
less of a concern at lower frequencies. Additionally, quarterly frequency matches the length
of the time period both in the model and in the firm-level data (Compustat Fundamentals

Quarterly).

Additional Sample Selection and Summary Statistics Given the way we measure
supply chain disruptions, we chose to focus on firms which actively import. As we have
seen earlier, importing activity is heavily concentrated among firms with 20 or more unique
shippers. Thus, we further restrict our sample to firms which on average have at least 20
shippers; we impose this criterion both for the full sample and the sample with public firms.
Table 11 reports summary statistics for year 2019 (statistics for other years are in Appendix
D); the top panel corresponds to all firms, whereas the bottom one is restricted to the
Compustat universe. It is clear that even though we look at very large firms (with average
sales of public firms of over $16bn), the distribution of firms with respect to shipping activity
is highly right skewed. The median firm makes about 250 more transactions than the firm
in the bottom decile, whereas the firm in the 90" percentile makes 1200 more transactions
than the median one (the corresponding numbers for Compustat firms are 500 and 2500,

respectively). Firms are even more skewed in terms of the import volume. On average, firms
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TABLE 11: SUMMARY STATISTICS, 2019

Full Sample

Variable Number of Firms Mean Std. Dev. P10 P50 P90
Shipments (1000s) 2919 0.684 2.464 0.015 0.275 1.414
Volume (1000s TEUs) 2919 1.533 6.757 0.016 0.359 3.256
Number of shippers 2919 63.0 84.8 6.0 46.0 120.0
Share redacted 2919 0.095 0.194 0.000 0.011 0.321
Number of disruptions 2919 0.565 0.899 0.000 0.250 1.500
Share of import disrupted 2482 0.019 0.049 0.000 0.006 0.046
Compustat
Variable Number of Firms Mean Std. Dev. P10 P50 P90
Shipments (1000s) 420 1.298 2.091 0.069 0.594 3.046
Volume (1000s TEUs) 420 2.842 5.640 0.072 1.054 7.057
Number of shippers 420 102.6 123.8 19.0 67.0 216.5
Share redacted 420 0.115 0.198 0.000 0.027 0.359
Sales(bn) 424 16.44  37.51 0.49  4.36 37.72
Total assets(bn) 424 44.23  199.30 0.52 459 61.13
Quarterly sales growth 410 0.003 0.055 -0.034 0.007 0.040
Number of disruptions 424 0.582 1.101 0.000 0.000 1.750
Share of import disrupted 424 0.005 0.013 0.000 0.000 0.015

Notes: Table 11 reports summary statistics for the underlying sample of U.S. firms for year 2019. The vari-
ables have the following interpretation: Shipments, total annual number of shipments (in 1000s), Volume,
total annual volume in 1000s TEUs, Number of shippers, total annual number of unique shippers, Share
redacted, average quarterly share of observations with missing shipper identifier, Sales, total annual sales,
Total Assets, average quarterly total assets, Quarterly sales growth, average quarterly arc sales growth,
Number of disruptiomns, average quarterly number of disrupted pairs, Share of import disrupted, av-
erage quarterly share of total import accounted for by disrupted trade pairs. Nominal variables have been
converted to real ones using the Producer Price Index with 2015 being the base year.

have 63 unique shippers in year 2019, with the median number of 46. Firms in the top decile
have more than 120 shippers. Not surprisingly, public firms have more diversified supply
networks (average number of shippers is about 100), and import more. Finally, about 2
percent of import gets disrupted per quarter, this share is four times lower for public firms,

reflecting a larger overall import volume. The average number of tr