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Abstract

This paper quantifies the extent and sources of market power in the U.S. automobile industry.

I estimate a two level nested logit model of demand and a differentiated products oligopoly model

of supply using S&P Global Mobility transaction-level data. Price endogeneity is addressed with

BLP instruments. I recover a market-wide quantity-weighted average price-cost margin of 19%. I

decompose this markup to reveal that product differentiation drives the vast majority of market

power (90.8%), more than multi-product brands (5.8%) and multi-brand parent companies

(3.5%). I also present the first formal analysis of the proposed Honda-Nissan merger. I find

that Honda and Nissan markups will increase moderately (7%), while market-wide markups

rise negligibly (1.2%). Subaru and Tesla, producers of Honda and Nissan’s closest substitutes,

emerge as the primary third-party beneficiaries of the merger. My findings suggest that the

merger is unlikely to trigger antitrust scrutiny based on either substantial increases in prices or

market concentration.
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and the Tobin Center for Economic Policy at Yale for support in data acquisition. Lastly, I am grateful to Carles
Aules Blancher, Gian Luca Reti, and Rome Thorstenson for insightful discussions.

1



1 Introduction

In 2025, the US automobile industry will sell about 15 million new light vehicles to American

consumers, contributing to the astounding fact that over 90% of American households own at least

one vehicle (US Census Bureau). This makes automobiles one of the industries most penetrated into

the daily lives of Americans. In this paper, I quantify the market power held by automobile firms

in the United States, which affects nearly every American household.1

To this end, I ask two major questions. First, what are the sources of market power in the U.S.

automobile industry, and what portion of markups (the component of price above marginal cost)

do these sources generate? Second, how much additional market power will be generated by the

recently proposed Honda-Nissan merger?

To answer the first question, I examine two major sources of market power: product differentia-

tion and joint product ownership. In order to quantify these sources of market power, I decompose

markups, following Nevo (2001). To do so, I need to first build and estimate a model of demand

and supply in the market, then recover marginal costs, and finally run counterfactual simulations.

To model demand, I employ a two level nested logit model of consumer choice. Under the

sequential decision making interpretation of this model, consumers first decide whether to buy a

vehicle in a given year; then, if so, which type of vehicle to buy; and finally, which specific model

within the type. This structure is a simple extension of the nested logit model in Berry (1994) and

a form of the full random coefficients model found therein. On the supply side, I use a standard

differentiated products oligopoly model, assuming each firm sets prices to maximize profits across all

of their products. I estimate this model using transaction-level data from 14 representative US states

over the period 2019-2022. In addition to transaction prices and quantities, these data provide many

observable characteristics about the purchased vehicles. The central challenge in demand estimation,

however, is the presence and importance of unobservable characteristics. To address this endogeneity

of prices and quantities in estimating demand, I take and extend the instruments in Berry, Levinsohn,

and Pakes (1995), henceforth referred to as BLP.

My demand results show that within-vehicle-type correlation is very strong, meaning that, say,

consumers view all pickup trucks in their choice set as very close substitutes, as compared to cross-

type substitution options. I also recover fairly sensible own-price elasticities, ranging from about -3

for lower-end products and firms to -9 for luxury products and firms. Using my demand estimates

and my supply model, I recover marginal costs and therefore markups. I find that industry-wide

1Market power is the ability of a firm to profitably set prices above marginal cost.
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price-cost margins (PCM) are about 19%.

One key contribution of my work is decomposing these 19% markups into their sources: product

differentiation and joint ownership. By changing the product ownership matrix to reflect a counter-

factual world where all products are owned by single product firms, I find that 90.8% of markups are

due to product differentiation alone. This is likely due to a lack of joint ownership within particular

vehicle-type nesting categories. I then perform a second counterfactual analysis to understand how

much of the remaining 9% of markups is generated by joint ownership within multi-product brands

as opposed to multi-brand parent firms (e.g. Dodge, Jeep, Ram, and Chrysler each setting prices for

their suite of products vs. their collective owner, Stellantis, pricing all subsidiary products jointly).

I find that 5.8% of markups are attributable to the joint pricing of models within brands, leaving

about 3.5% of markups due to the large multi-brand parent companies. To the best of my knowledge,

this depth of decomposition and quantification of market power has not yet been produced in the

economics literature with regards to the US automobile industry (although it has been done quite

robustly in other industries, see, for instance Nevo (2001)).

The same basic machinery that I develop to decompose and quantify the sources of market power

can be easily retooled to provide the field’s first prediction of the effects of the recently proposed

Honda-Nissan merger. I answer this question by changing the product ownership matrix again to

represent a counterfactual world with joint ownership of all products in the choice set currently

owned by either the Honda or Nissan parent companies. My results suggest that the merger’s effects

would be quite limited, raising industry-wide prices by only 0.22%, and prices of the merged firm’s

products by about 2%. While I predict that Honda and Nissan will lose a sizable combined market

share of 6.45%, this will be nearly fully recovered by other firms; market-wide purchases fall a

negligible 0.1%. I find that Subaru and Toyota will be able to raise prices the most post-merger,

outside of the merged firm, while Tesla will steal the greatest market share lost by the merged firm’s

price hikes (+ 2%).

The paper will proceed as follows. First I will discuss how my work is situated within the

literature. Then, I describe the US automobile industry and provide a general theory of market

power. Next, I provide my empirical specifications for estimating demand and supply, and discuss

the data and estimation techniques. Results and counterfactual analyses follow, and a brief discussion

concludes.
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2 Literature

The random utility discrete choice model that I estimate in this paper is founded in the work of

Berry (1994) and Berry, Levinsohn, and Pakes (1995). Berry (1994) begins with a classical framework

of a discrete consumer choice model and endogenous firm price setting, but, importantly, allows for

prices to be correlated with unobserved product characteristics. Berry shows that one can exploit

the inversion of the market share equation to obtain an estimable (with instrumental variables)

equation where market shares are regressed on price, a vector of observable product characteristics,

and an error term representing unobservable product characteristics which are correlated with prices

(hence the need for instruments). Berry presents estimating equations for both a simple multinomial

logit model and a one level nested logit model. Recognizing the limitations of imposing a nesting

structure on consumer choices — namely semi-restrictive substitution patterns — Berry provides

the full random coefficients logit (RCL) extension allowing for fuller substitution patterns, but at a

high computational cost. In the full random coefficients model, estimation by linear regression with

instruments becomes impossible and there is no analytical solution. To balance these computational

challenges with obtaining reasonable substitution patterns, I choose to employ an extension of Berry’s

single nested logit model — a double nested logit model — which still allows for linear estimation

(with instruments), while also providing quite reasonable substitution patterns. The foundations

of this nested logit model, a subclass of Generalized Extreme Value (GEV) models, are built in

McFadden (1978) and Cardell (1991). My modeling choice follows that of Goldberg (1995) who

models consumer choice in the automobile industry with a multi-level nested logit model with an

initial layer for buying or not buying in a given year, and a subsequent layer of vehicle types (which

she refers to as “classes”). Goldberg also includes additional layers for new vs. used and foreign vs.

domestically produced vehicles, which I do not. I find that, for the automobile industry, my double

nested logit model is both superior to the plain multinomial logit model and the single nested logit

model, as well as quite parsimonious for the econometrician.

It is worth noting, however, that it is not obvious that the full random coefficients model is

necessarily superior to the two level nested logit model that I utilize here. As noted in Berry (1994),

the nested logit model is essentially a version of the RCL model with selective placement of random

coefficients on specific variables. In the nested logit model, the characteristics, or features, given a

random coefficient are indicators for their respective nests.

While the core demand model that I employ is an extension of Berry (1994) and not the full

RCL model of BLP, I do rely heavily on BLP’s empirical insights for working with product-level
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and aggregate market share data in the automobile industry. While I follow BLP’s conventions

for separating utility into three components — price, observable characteristics, and unobservable

characteristics — my data includes actual transaction prices, an improvement over MSRP figures

that better reflect consumers’ actual willingness to pay, as well as additional observable product

characteristics beyond what was available to BLP. Most importantly, I take and extend the BLP

instruments used for estimation of their standard IV logit model; BLP’s instruments are useful for

dealing with the price endogeneity problem, but my preferred double nested logit model introduces

further endogeneity problems. I extend the BLP instruments to handle these issues in a similar

fashion. On the supply side, my work most closely follows Bjornerstedt and Verboven (2013). I

utilize both their differentiated products oligopoly model and counterfactual simulation algorithm

in my work.

The two papers most closely related to my work are Grieco, Murray and Yurukoglu (2024) and

Nevo (2001). Grieco et. al. produced the most recent analysis of market power in the US automobile

industry. In their longitudinal study, they recover a strong downward trend in automobile markups,

from a median of about 32.5% in 1980 to 18.5% in 2018. My quantity-weighted average estimate of

approximately 19% markups falls in a similar range, especially considering their downward trend.

My work here, in addition to corroborating these results, expands on Grieco et. al. by explicitly de-

composing the markup into its two core sources: product differentiation and joint product ownership

(both at the brand level and at the firm level). This sort of decomposition is a key contribution of

Nevo (2001). Nevo decomposes markups in the ready-to-eat breakfast cereal industry to recover that

the vast majority of market power is derived from product differentiation, a result which is mirrored

here. It is important to note that both Grieco et. al. and Nevo employ a version of the full RCL

model for their demand specifications. Grieco et. al. additionally employ micro-moments including

demographic information linked to vehicle purchases as well as survey results on consumers’ second

choices.

Finally, the merger simulation falls into a broad swath of the economics literature concerned with

estimating price effects of horizontal mergers. See, for example, Nevo (2000) on the cereal industry,

Miller and Weinberg (2017) on the Miller-Coors beer merger, Fan (2013) on the Minneapolis news-

paper market, Peters (2006) on U.S. airline mergers including Delta-Western and USAir-Piedmont,

Dube (2005) on the carbonated soft-drink industry, or Werden and Froeb (1994) on hypothetical

mergers involving AT&T.
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3 Industry Description

The US automobile industry is ripe with product differentiation. My data suggest that, since

2019, the prospective automobile consumer’s choice set has included at least 390 unique models each

year, and this may not be exhaustive. While these vehicles represent a wide choice set, remarkably,

only about 25 models comprise 50% of all new vehicle sales. These are familiar names: the Ford F

Series, Chevrolet Silverado, and Ram Truck pickup trucks occupy the top positions, with popular

Toyota, Honda, and Tesla models not far behind.

One need not limit discussion of product differentiation in the industry to the wide diversity of

available vehicle types, ranging from sedans, coupes, and wagons to SUVs, pickup trucks, and vans.

Look no further than the two best selling vehicles, the Ford F Series and Chevrolet Silverado pickup

trucks. Consumers in search of best-in-class towing, maximum payloads, modern stylings, and

technology integration likely prefer the F Series, while those optimizing for ruggedness, durability,

fuel efficiency and lower prices might opt for the Silverado. This sort of product differentiation,

coupled with heterogeneity in consumer tastes, across a huge number of product characteristic

dimensions, enables firms to set prices above cost.

Beyond product differentiation, the structure of the automobile industry — namely concentration

into large multi-product firms — lends itself to additional market power. Figure 1 shows the structure

of the top 115 models by quantity sold in 2022 and their respective owners.
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Figure 1: Map of Top-Selling Models and their Owners in 2022

Notes: This market map shows the top 115 products by quantity sold in the US automobile market in 2022. Models are organized by brand (orange boxes) and,
where applicable, parent company (blue boxes). The firm is considered the profit-maximizing entity, which, for a given model, is the outermost box to which it
belongs. Contained in the pink box is the set of models that would become part of a single firm under the proposed Honda-Nissan merger.
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Throughout this paper, I discuss both multi-product brands and multi-brand parent companies.

Brands, the orange boxes in Figure 1, are most simply defined as the logo found in or on a vehicle,

typically in the form of a badge or emblem. A vehicle’s brand is generally synonymous with its

manufacturer. In the F Series and Silverado case, the F Series belongs to the Ford brand, which also

produces a suite of products ranging from the Ecosport to the Transit Van, and the Silverado belongs

to the Chevrolet brand, which also produces popular models like the Malibu and the Suburban.

Parent companies, the blue boxes in Figure 1, represent joint ownership of brands. While the

Silverado belongs to the Chevrolet brand, it also belongs to the broader General Motors (GM) parent

company, which sets prices not just for Chevrolet models, but also for Buick, General Motors Truck

Company (GMC), and Cadillac branded products. Typically, the different brands within a parent

company have specializations and/or are counter-positioned against one another. For instance, GMC

specializes in trucks and SUVs and is positioned as a premium alternative to Chevrolet products.

Note that certain brands — such as Ford, Tesla and BMW — are not subsidiaries of a multi-brand

parent company.

Ultimately, a firm is a profit maximizing entity, and thus in this industry, I define a model’s firm

as the outermost box to which it belongs in Figure 1.

The pink box in Figure 1 shows how joint ownership in the automobile industry is expected to

change in the coming year. In December 2024, the Honda and Nissan parent companies announced

their intention to merge into Japan’s second largest automaker (Komiya, Reuters 2024). They plan

to negotiate the terms of the deal by mid-2025 and complete the merger by mid-2026.2 If this

merger proceeds, the merged firm will become the world’s third largest automaker by vehicle sales,

after Toyota and Volkswagen.3 Honda and Nissan leadership have announced that their motivation

to merge stems from a desire to collaborate against what they perceive as their most threatening

competition: Tesla and other rapidly growing, largely Chinese, electric vehicle makers such BYD,

Geely, Chery and Changan. Some industry experts have speculated that this merger is a rescue of

Nissan which has faced a tough year of low sales and layoffs, but Honda leadership stresses that this

is not the motivation.

2The last major merger of this type resulted in the creation of the Stellantis Group in January 2021.
3Despite negotiations between Honda and Nissan collapsing in February 2025, as of late March 2025, Nissan

replaced its CEO to revive the merger’s chance of success.
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4 Theory

A firm has market power if it can profitably set prices above marginal cost. In this section I will

review some relevant theory of market power and its two primary sources: non-homogeneous goods

and joint ownership.

4.1 Product Di�erentiation

Suppose identical firms i and j are selling products in a shared market, both facing constant

marginal costs c and market demand Q(p). Assume i and j simultaneously set prices. Further

suppose that i and j are offering differentiated substitute products. If consumers care about these

differences, their choices are not made strictly based on price. To model this, suppose that qi(pi; pj)

is decreasing in pi (the law of demand) and increasing in pj (i’s and j’s products are substitutes),

but qi(pi; pj) > 0 for at least some pi > pj (allowing for product differentiation).

Firm i now maximizes its profit by choosing pi:

max
pi

�i(pi; pj) = qi(pi; pj)(pi � c): (1)

Taking the first order condition and rearranging reveals that firm i will set price

p�i = c� qi(pi; pj)
�
@qi(pi; pj)

@pi

��1

: (2)

Notice that the partial derivative (
@qi(pi;pj)

@pi
) < 0, so p�i consists of marginal cost plus a markup. Firm

i is now acting as a monopolist against its residual demand, resulting in positive markups. Clearly,

product differentiation, expressed here by the fact that qi(pi; pj) > 0 for at least some pi > pj , can

result in prices above cost, as intuition suggests.

4.2 Joint Ownership

Beyond product differentiation, firms can earn market power by producing multiple products

and setting prices jointly. The intuition is that if a firm produces multiple products, it can recognize

that each price affects demand for each good, and can therefore set prices strategically to account for

these inter-dependencies. This is known as internalizing the pricing externality and will be discussed

further below.

To illustrate this, consider the case of two substitute goods, 1 and 2, each with constant marginal
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costs denoted as c1 and c2. Demand is given by q1(p1; p2) and q2(p2; p1). Since the goods are

substitutes, demand for good 1 is increasing in p2 and decreasing in p1 (conversely for good 2).

Let’s first suppose that there are two single product firms producing the two goods. Firm 1

maximizes its profit by choosing p1, and firm 2 maximizes its profit by choosing p2:

max
p1

�1(p1; p2) = q1(p1; p2)(p1 � c1)

max
p2

�2(p2; p1) = q2(p2; p1)(p2 � c2):
(3)

This results in two first order conditions:

p�1 = c1 � q1(p1; p2)

�
@q1(p1; p2)

@p1

��1

p�2 = c2 � q2(p2; p1)

�
@q2(p2; p1)

@p2

��1

:

(4)

Now, compare these pricing decisions to a single multi-product firm which produces both products

1 and 2. The multi-product firm maximizes its profit by choosing both p1 and p2 simultaneously:

max
p1;p2

�multiproduct = (p1 � c1)q1(p1; p2) + (p2 � c2)q2(p2; p1): (5)

This results in two first order conditions:

p��1 = c1 � q1(p1; p2)

�
@q1(p1; p2)

@p1

��1

� (p2 � c2)
�
@q2(p2; p1)

@p1

��
@q1(p1; p2)

@p1

��1

p��2 = c2 � q2(p2; p1)

�
@q2(p2; p1)

@p2

��1

� (p1 � c1)
�
@q1(p1; p2)

@p2

��
@q2(p2; p1)

@p2

��1

:

(6)

Notice that these optimal prices are the same as those in the two single product firms case (see

Equation 4), plus an additional term. Observe that the additional term contributes positively, such

that p��1 > p�1 and p��2 > p�2, meaning that the multi-product firm can set higher prices than the

single product firm. Clearly, p1 and p2 are strategic complements.

The key insight is that in the case of the two single product firms, there is a competitive ex-

ternality resulting in lower prices. When firms are competing to set prices of substitute products,

they have to consider how lowering prices both increases demand (since q1 is decreasing in p1) and

decreases markups (p1� c1). When firms are concerned about diverting their demand to their com-

petitor through higher prices, as is the case with substitute goods, prices are set “too low”. This

externality, though, is internalized by the multi-product firm. When pricing jointly, the firm can
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consider the potential diversion from one product to another and ultimately raise both prices. This

same reasoning, of course, produces an incentive for horizontal mergers, since a horizontal merger is

merely joint pricing over a larger set of substitute products.

To illustrate this incentive to merge directly, suppose now that there are 3 products, j 2 [1; 2; 3].

Each has marginal cost cj . In the case of single product firms, as we’ve seen several times now, the

first order condition sets the optimal price as

p���j = cj � qj(p1; p2; p3)

�
@qj(p1; p2; p3)

@pj

��1

: (7)

Let’s suppose that firms 1 and 2 merge, hoping to internalize the competitive pricing externality

discussed above via joint profit maximization. Now, this merged firm maximizes its profit by choosing

p1 and p2 jointly:

max
p1;p2

�merged = (p1 � c1)q1(p1; p2; p3) + (p2 � c2)q2(p2; p1; p3): (8)

The merged firm’s optimal solutions are:

p���1 = c1 � q1(p1; p2; p3)

�
@q1(p1; p2; p3)

@p1

��1

� (p2 � c2)
�
@q2(p2; p1; p3)

@p1

��
@q1(p1; p2; p3)

@p1

��1

p���2 = c2 � q2(p2; p1; p3)

�
@q2(p2; p1; p3)

@p2

��1

� (p1 � c1)
�
@q1(p1; p2; p3)

@p2

��
@q2(p2; p1; p3)

@p2

��1

;

(9)

and firm 3, which did not merge, sets price

p���3 = c3 � q3(p3; p1; p2)

�
@q3(p3; p1; p2)

@p3

��1

: (10)

There are two key observations to make. First, the merged firm is able to set higher prices p���1

and p���2 due to joint profit maximization for the same reason discussed above. Second, more subtly,

firm 3 which did not merge, benefits from the merger, and it too can set a higher price p���3 . Notice

that the term representing markup above marginal cost in the expression for p���3 is increasing in p1

and p2, since the higher prices from the merged firm will cause some diversion of demand over to

firm 3.

Ultimately, the merger of firm 1 and 2 into a single mega-firm is good for all of the firms. This

will be borne out by the results of this paper: when Honda and Nissan merge, they will increase
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their markups and prices, but so will the rest of the firms. The extent to which other firms can do

so depends on the degree of substitutability between the products of a given firm and the merged

firm.

Ultimately, both in theory and in my results, horizontal mergers are weakly dominant for all

firms in the market. Furthermore, the horizontal merger is merely an extension of the joint-product

ownership that we already observe in the market at both the brand and parent company levels.

More generally, there exists an incentive for joint ownership and coordinated pricing whether at the

brand, parent, or merger levels.

5 Empirical Speci�cation

I will now describe my empirical specifications for demand and supply. As an overview, I first

choose a functional form for demand that aligns with how consumers choose whether or not to buy

a vehicle in a given year, and if so, which one. Here I will outline my preferred (double) nested

logit model (alternative models are presented in the Appendix). From this model, own-price and

cross-price elasticities can be derived, revealing substitution patterns. Second, I model the behavior

of producers in a way that accurately reflects competition between automobile makers in the US

market. I choose a standard non-cooperative differentiated products oligopoly model of supply. This

allows me to recover marginal costs from the first order conditions of each firm’s profit maximization

problem, and therefore to infer markups. Crucially, I assume that firms profit maximize at the parent

level (e.g. Stellantis jointly chooses prices for all of its models. Dodge and Chrysler, both owned by

Stellantis, are not choosing prices separately).

5.1 Demand

For the demand-side, as is now standard in the literature, I use a random utility discrete choice

model in the form developed by Berry (1994). In particular, I employ a two level nested logit

model, a simple extension of Berry’s single nested logit model. I also estimate a plain multinomial

logit model and single nested logit model, whose details and shortcomings, namely preposterous

substitution patterns, are well known to the literature and are summarized in the Appendix.

In my preferred model, I partition the choice set into both groups and subgroups. Under the

sequential decision making interpretation of this model, consumers first decide whether to buy a

vehicle in a given year (the groups); then, if so, which type of vehicle to buy (the subgroups);

and finally, which specific model within the type. Consumer preferences are thus allowed to be
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correlated by vehicle type. Technically, this structure’s strength is in allowing for different degrees

of similarity/correlation within vs. across nests, relaxing the IIA restriction of the multinomial logit

model. This form is shown in Figure 2.

Figure 2: Consumer Choice Model with Vehicle Types as Sub-Nests

Consumer i

Outside good Inside good

Coupe Minivan Pickup Sedan SUV Wagon Van

Notes: The double nested logit discrete choice model allows for different degrees of similarity/correlation
within vs. across nests and sub-nests, or the inside/outside good and vehicle types, respectively. This relaxes
the IIA restriction of the multinomial logit model. Intuitively, the consumer’s choice is split into two levels.
First, whether to select an inside good or the outside good (which contains both not buying and buying
a product outside of the choice set). Second, if the consumer chooses the inside good, she then selects a
particular vehicle type and chooses a model from within that sub-nest.

Formally, I split the products into 2 groups g 2 [Inside;Outside], and then split the inside group

into 7 subgroups, h 2 [Coupe;Minivan; P ickup; Sedan; SUV;Wagon; V an]. The outside good j = 0

is the only member of the outside group.4 Let the full set of products in subgroup h of group g be

called Ωh;g and the full set of subgroups in group g be called Ωg. Consumer i’s conditional indirect

utility is given by:

uij = �j + �ig + (1� �2)�ih + (1� �1)(1� �2)�ij (11)

where, �j = ��pj+�Xj+�j and �ij is an i.i.d random variable with a Type I extreme value distribu-

tion representing the individual consumer’s idiosyncratic component of utility due to heterogeneity

in tastes. As is standard in the literature, product j’s mean utility �j consists of price, a vector of

product characteristics, and the error term, representing the unobservable characteristics of model j.

The mean utility for the outside good, �0, is normalized to 0, without loss of generality. This turns

out to be very helpful in inverting utility to an estimable linear regression, and is not restrictive

since all that matters is the relationship between utilities of different choices.

The variables �ig and �ih follow distributions such that �ig + (1 � �2)�ih + (1 � �1)(1 � �2)�ij

4The outside good includes both not buying any product, or buying a product outside of the defined choice set.
See the Data section for more detail on the choice set and the outside option.
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and �ih + (1 � �1)(1 � �2)�ij are also extreme value random variables. This is consistent with a

consumer maximizing her utility if 1 � �1 > �2 � 0 (McFadden 1978). In-subgroup correlation (e.g.

within SUVs or within pickup trucks) is denoted by �1, and in-group correlation within the full set of

inside goods or within the full set of outside goods (i.e. buying or not buying) is represented by �2.

McFadden’s derived parameter restriction is consistent with intuition; we expect higher in-subgroup

correlation than in-group correlation.

Following Berry (1994), one arrives at the linear estimating equation:

ln(sj)� ln(s0) = ��pj + �Xj + �1ln(sjjhg) + �2ln(shjg) + �j (12)

where sjjhg is product j’s share conditional on being within j’s group and subgroup, and shjg is

subgroup h’s share conditional on being in h’s group g.

For the purposes of obtaining clear expressions for selection probabilities and more easily calcu-

lating derivatives of these probabilities, it turns out to be convenient to define these three “inclusive

values”:

Ihg = (1� �1)log
X

j2
h;g

e�j=(1��1) (13)

Ig = (1� �2)log
X
h2
g

eIhg=(1��2) (14)

I = log(1 +
X
g

eIg ): (15)

Conditional selection probabilities are now as follows. The probability of selecting product j condi-

tional on selecting both its group and subgroup is:

sjjhg =
e�j=(1��1)

eIhg(=1��1)
: (16)

The probability of selecting subgroup h conditional selecting its group is:

shjg =
eIhg=(1��2)

eIg(=1��2)
: (17)

The probability of selecting group g is:

sg =
eIg

eI
: (18)

The unconditional choice probability for product j is, by definition:
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sj = sjjhg � shjg � sg: (19)

This identity (Equation 19), and the above expressions (Equations 13-18), can be used to derive

own and cross-price elasticities (Equation 20). Note that there are three categories of cross-price

elasticities; when products j and k are in the same group and subgroup (e.g. two SUVs), same

group but different subgroups (e.g. an SUV and a sedan), and different groups (any inside product

and the outside good):

�jk =

8>>>>>>>>>><>>>>>>>>>>:

�� pj

sj
[ 1
1��1

sjjhg(1� sjjhg)shjgsg + sjjhg(
1

1��2
sjjhgshjg(1� shjg))sg + sjjhgshjgsj(1� sg)]; k = j

�
pj

sj
[( 1

1��1
)sjjhgskhjg � sjjhg 1

1��2
skjhgshjg(1� shjg)sg � sjjhgshjgsk(1� sg)]; j 6= k; hj = hk; gj = gk

�
pj

sj
[sjjhg

1
1��2

shjgskjh�gsh�jg � sjjhgshjgsk(1� sg)]; j 6= k; hj 6= h�k; gj = gk

�
pj

sj
sjjhgshjgsksg; j 6= k; hj 6= hk; gj 6= gk

(20)

These elasticity expressions yield far more reasonable substitution patterns than are possible

under the standard logit or single nested logit model. Consumers’ substitution patterns are weighted

towards vehicles of the same type, as well as weighted towards their group (buying or not buying).

If a consumer has set out to buy a vehicle this year and is substituting to a different model, we’ve

imposed a preference for sticking to the chosen vehicle type and buying a car over no car at all.

Still, this structure is restrictive, potentially yielding substitution patterns less realistic than BLP’s

full random coefficients model. However, the relative parsimony of this model makes up for the

potential cost.

5.2 Supply

Compared to the demand model, it is quite straightforward to build a convincing model of supply.

The supply side model, as mentioned briefly in the introduction to this section, is utilized in two

ways: recover status-quo marginal costs using estimated demand parameters and, based on those

marginal costs and estimated demand parameters, predict prices in the counterfactual scenarios.

The basic model is a standard differentiated-products oligopoly. Multiple firms set prices simul-

taneously and non-cooperatively.5 As discussed before, I make the assumption that firms are profit

maximizing at the parent level, where applicable, not the brand level. Here, I closely follow the work

5This non-cooperation assumption is widely used both for its relative simplicity and based on the assumption that
in multi-period games, collusion is hard to sustain with differentiated products.
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and notation of Bjornerstedt and Verboven (2013) and mirror the theory discussed in Section 4.

Suppose that each firm f owns products Ff . The firm maximizes its (variable) profits, which is

given by the sum of profits across its portfolio of products. Profits are given by:

Πf (p) =
X
j2Ff

(pj � cj)sj(p) (21)

where cj is product j’s constant marginal cost, and sj(p) is the J x 1 market share vector, dependent

on p, the J x 1 price vector. Notice that price increases affect the firm’s profit in three ways. A

price increase of good j

1. raises profits proportional to demand sj(p)

2. lowers product j’s demand, lowering profits proportional to j’s markup (pj � cj)

3. raises demand for products k 2 Ff ; k 6= j (the multi-product firm benefit)

As we’ve seen, the profit-maximizing price for each product j = 1; :::; J must satisfy the first

order condition:

sj(p) +
X
j2Ff

(pj � cj)
@sj(p)

@pj
= 0: (22)

If this condition is satisfied for all products, there exists a Nash equilibrium. In the notation of

Bjornerstedt and Verboven (2013), let �F be the product ownership matrix (dimensions J x J).

Matrix element �(j; k) = 1 if both products j and k are produced by the same firm, and 0 if they

are produced by different firms. If there are no multi-product firms, this is the identity matrix.

Changing the values in this product ownership matrix will be at the heart of the simulations.

Note that s(p) is the J x 1 market shares vector, c is the J x 1 marginal costs vector, and

define ∆(p) as the J x J matrix of first derivatives @s(p)=@p.6 Using � to denote element-wise

multiplication of the two J x J matrices (ownership and first derivatives), the first order conditions

necessary for a Nash equilibrium can now be expressed in vector notation as

s(p) + (p� c)(�F ��(p)) = 0 (23)

or equivalently

6The reader might want to observe that the expressions for the first derivatives can be easily taken from the
elasticities in Equation 20, simply without the −α

pj

sj
component.
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p = c� s(p)

�F �∆(p)
(24)

which is consistent with the intuitive forms of Equations 4,6,9 and 10 where price consists of marginal

cost and a positive markup. Rearranging this equation allows me to recover the marginal cost vector

c:

c = p +
s(p)

�F �∆(p)
: (25)

Finally, I calculate the J x 1 markup vector m using the price and cost vectors:

m = p� c: (26)

6 Data

The main source of data for my work is S&P Global Mobility automobile data (previously R.L

Polk & Company) which includes transaction level details for all new automobile purchases between

January 2019 and December 2022 in 14 states. Those states are Virginia, Texas, North Carolina,

Michigan, Florida, California, Illinois, New Jersey, New York, Massachusetts, Pennsylvania, Arizona,

Ohio and Georgia. Each transaction includes a unique Vehicle Identification Number (VIN) which

has been decoded to reveal the make and model of the vehicle purchased, as well as many product

characteristics. A given entry includes (among other details) the state of transaction, month of

transaction, quantity purchased, make, model, transaction price, fuel type, body type, vehicle type,

drive type, horsepower, curb weight, length, height, production location (city, state, country), and

city and highway combined miles per gallon (MPG).

Since the data is at the transaction level, the first task is to aggregate the data. To do so, I

define a market as a calendar year. For each year-model I determine the quantity sold as the sum of

all vehicles sold of the given model in the given year. Since I have transaction prices, which reflect

the actual price paid (a substantial improvement over BLP who only have MSRP), each year-model

has a wide range of prices. I choose to define a year-model’s transaction price as the median of

all transaction prices for that year-model, to avoid the outsize influence of unusually high or low

transaction prices. All nominal transaction prices are then inflated to 2024 USD using the CPI

between July of the transaction year and July 2024.

For a year-model’s make, weight, length, height, wheelbase, combined MPG, vehicle type, body
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type, drive type, and fuel type, I use the mode across transactions involving that year-model. For

horsepower I use a quantity-weighted mean since there is substantially more variation in the reported

data as compared to the other characteristics. For each year-model, I synonymously define “brand”

as make, and define “parent” firms according to brands by the market structure discussed in Section

3 and shown in Figure 1.

Following BLP, I define two additional characteristic variables. First, the horsepower weight

ratio, HP
WT , a proxy for power and performance. Second, miles per dollar (MP$), which I consider

instead of miles per gallon. Ultimately, when a consumer is deciding which vehicle to buy, she may

not care about the raw miles per gallon, but she almost certainly cares about her bang-for-buck in fuel

efficiency. For gas vehicles, MP$ = MPG
$ per gallon and for electric, plug in hybrid, and hybrid vehicles,

MP$ = MPG
$ per KwH �

33:7KwH
Gallon . These should be interpreted as the number of miles that can be driven

for 1 dollar of fuel spending. Herein, I make the assumption that purchasers of non-gas-only vehicles

use exclusively electricity to power their vehicles (a great assumption for electric vehicles, and a

necessary one for PHEVs and hybrids). Note that I calculate MP$ before aggregating the data into

the year-level so I can take quantity weighted averages of MP$ that account for varying electricity

and gasoline prices across states. At-pump gasoline prices are from the US Energy Information

Administration’s (EIA) Gasoline and Diesel Fuel Update. I have state-year level data for CA, FL,

NY, OH, TX and MA, and Petroleum Administration for Defense Districts (PAAD) level prices for

the remaining states (PADD 2: IL and MI; PADD 1B: NJ and PA; PADD 1C: VA, GA, and NC;

PADD 5: AZ). Residential electricity prices at the state-year level come from the EIA’s Electricity

Data Browser. Both gas and electricity prices are inflated using the CPI to July 2024 USD, as with

transaction prices.

Table 1 shows the range of continuous demand statistics and their associated models to illustrate

the wide choice set.

To obtain market shares, I need to make an assumption about the number of consumers in the

market. I follow BLP in defining the household as the consumer, under the rationale that vehicles

are typically shared across household members. The American Community Survey reports that

the average American household has about 2.5 people and less than 2 cars, so this is a reasonable

assumption. Thus, I take state-year level number-of-households estimates from the US Census

Bureau and divide a model-year’s purchase quantity by the number of households in my 14 state

sample in that year to generate market shares. The outside good’s share for a given year/market t

is then st0 = 1�
P
j2Jt

sj .

Thanks to the completeness of the dataset, and without further simplification, I have data on
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Table 1: The Range of Continuous Demand Characteristics and Associated Models

Percentile
Variable 0 25 50 75 100
Price Nsn. Versa Sub. Crstk Ford Edge Lexus NX MB Sprinter
(2024 USD) 22,885 33,094 43,851 53,906 78,058
Quantity Dodge Jrny Nsn. Rogue Spt Chev. Blazer Chev. Malibu Ford F Series

148 32,442 53,197 87,182 383,699
Length Ford Eco. Buick Env. Ford Brnc Ford Expl. GMC Sierra
(in.) 161.3 182.6 189.4 198.6 250.1
Height Ford Must. Sub. Crstk Honda CR-V Ford Brnc Spt Ram Prom.
(in.) 54.3 63.5 66.5 70.15 105.9
Wheelbase Ford Eco. Mits. Outl. Honda Acc. MB GLE MB Sprinter
(in.) 99.2 106.4 111.4 117.7 170.3
MPG Chev. Exp. Dodge Dur. MB GLC Mazda 3 Tesla M3

13.0 21.0 24.0 29.5 131.0
MP$ Chev. Exp. Dodge Dur. MB GLC Toyota C-HR Tesla M3

3.26 5.26 6.02 7.27 26.38
HP/Weight MB Sprinter Jeep Comp. Jeep Glad. Ford Brnc Ford Must.

0.040 0.050 0.060 0.070 0.110

Notes: This table shows the range of continuous demand characteristics and the associated models from
the 2022 choice set consisting of the top 115 models by quantity sold. The variance in price, quantity, and
miles per dollar (MP$) is particularly wide. Note that the 115th most popular model, also the least popular
“inside” model in my restricted 2022 choice set, the Dodge Journey, only sold 148 units. This is strong
evidence that restricting the inside good choice set to the top selling models is largely without loss.

approximately 395 models per year. However, the majority of these have extremely small market

shares. This is problematic for obtaining sensible elasticities and substitution patterns. So, I restrict

my dataset to the top 120 models by market share over the period 2019-2022. These 120 models

comprise approximately 83% of all vehicle sales, and the remaining 17% are lumped into the outside

good. Figure 3 shows how this restricted set of inside goods splits into the 7 inside good sub-nests

for the 2022 choice set. The bold numbers indicate the number of products in each sub-nest, and

the example models listed below are the best and second-best selling models in the given sub-nest

in 2022. Note that not all of the 120 models are available in each year.

The choice of the 8 product characteristics to include in estimating the demand model was largely

dictated by data availability and represents the best feasible option. While all of the characteristics

are meaningful in and of themselves, a number of them are best understood as proxies for product

characteristics. For instance, the HP
WT ratio is a proxy for power, length and height are both indicators

of size and proxies for safety, and MP$ represents fuel efficiency. The drivetrain configuration

dummies, where the excluded category is front-wheel drive (FWD), are almost certainly correlated

with other observables (e.g. RWD vehicles typically provide low fuel efficiency), so their signs when

estimated are challenging to interpret independently. Readers may wonder why other characteristics
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Figure 3: Number of Models Per Sub-Nest, with Top 2 Selling Models (t = 2022)

Consumer i

Outside good Inside good

Coupe

3
Challenger
Mustang

Minivan

3
Pacifica
Sienna

Pickup

11
F Series
Silverado

Sedan

23
Camry
Corolla

SUV

61
RAV-4
CR-V

Wagon

15
Model Y
Rogue

Van

4
Transit
Express

Notes: The inside good is split into 7 sub-nests by vehicle type. This figure shows the number of models
within each of these vehicle types in the 2022 choice set, followed by the highest and second-highest selling
models in the sub-nest.

are excluded. Data constraints are the primary answer. However, even setting aside data constraints,

the careful treatment of characteristics unobservable to the econometrician — discussed next —

should limit concerns about omitted variables. Finally, I also include a pandemic dummy variable

for models purchased in 2020 and 2021, an important demand shifter.

7 Estimation

7.1 Demand

The fundamental challenge with demand estimation is the endogeneity of prices with the error

term. Recall that the error term �j represents the unobservable (by the econometrician) character-

istics of choice j. Of course, the unobservable characteristics of vehicle choice j are correlated with

pj . For example, I do not observe the presence of hood ornaments or heated seats — both likely to

be positively correlated with price — nor do I observe whether a vehicle has a high repair frequency

or discontinued parts — likely to be negatively correlated with price.

To avoid parameter estimates that are biased towards 0 or even of the wrong sign, the standard

procedure is to estimate with instrumental variables. All three models I estimate here — the

multinomial logit, single level nested logit, and the preferred double level nested logit — thus require

instruments for prices. The single level nested logit also requires instruments for the within-group
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share sjjg and the double level nested logit requires additional instruments for both the within-

subgroup and within-group shares, sjjhg and shjg respectively.

As a baseline, I construct BLP instruments (BLP 1995) to interact with the error term and

mitigate the endogeneity issue. For each product characteristic zjk (product j’s kth observable

characteristic) in the characteristic vector X, I construct the following three instruments:

zjk;
X

r 6=j;r2Ff

zrk;
X

r 6=j;r 62Ff

zrk (27)

where, as above Ff is the set of products produced by firm f . With K characteristics in X, the

instrument vector for product j, zj , has dimension 3K. In my models, with 8 observed characteristics

— X includes HP
WT , length, height, MP$, and 4 drive type dummies — this instrument vector zj

contains 24 instruments for each product.

To illustrate this, consider the first observed characteristic, the HP
WT ratio. The instrument vector

for product j includes the HP
WT ratio of vehicle j, the sum of all HPWT ratios across all products owned

by the same firm that owns product j (excluding j’s own value), and the sum of all HPWT ratios across

all products owned by all firms other than the firm that owns j. These three instruments are then

constructed for all observed characteristics in X.

For the instruments to be valid, they must satisfy the relevance and exclusion restrictions. Firms

in an oligopolistic market set prices partially in response to the characteristics of other vehicles

in their portfolio Ff and across their competitors’ portfolios F�f , ensuring instrument relevance.

Moreover, j’s unobservables contained in the error term �j do not directly influence pre-existing

characteristics of competitors’ models, so there is no correlation between the instruments and the

error term, fulfilling the exclusion restriction.

While these instruments suffice for the standard IV logit model, additional instruments are

required for the within-group share sjjg in the single level nested logit model, and for the within-

subgroup and within-group shares, sjjhg and shjg, in the double nested logit model. These shares

are endogenous for the same reason prices are endogenous: the quantities purchased (from which

these shares are derived) are correlated with unobservables contained in the error term.

For the single level nested logit, I add two within-group instruments:

X
r 6=j; r2Ff\g

zrk;
X

r 6=j; r2gnFf

zrk (28)

For the double level nested logit, I, in theory, add two within-group and two within-subgroup in-
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struments:

X
r 6=j; r2Ff\g

zrk;
X

r 6=j; r2gnFf

zrk;
X

r 6=j; r2Ff\g\h

zrk;
X

r 6=j; r2g\hnFf

zrk (29)

However, due to the nesting structure that I have imposed where all products are within the same

group (except the outside good),

X
r 6=j; r2Ff

zrk =
X

r 6=j; r2Ff\g

zrk and
X

r 6=j; r 62Ff

zrk =
X

r 6=j; r2gnFf

zrk (30)

so in practice, I only add the latter two instruments from Equation 29 when estimating the double

level nested logit. Thus I estimate the IV logit with 3K instruments per product, and both the single

level and double nested logit with 5K instruments per product. Additionally, in practice, there are

a handful of instances of near or perfect collinearity so some of the above candidate instruments are

necessarily dropped from estimation.

7.2 Supply

Comparatively, the supply side is much simpler than demand. Marginal costs and markups are

recovered using simple matrix algebra, as per these equations, derived in Section 5.2:

c = p +
s(p)

�F �∆(p)
(31)

m = p� c: (32)
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8 Results

8.1 Demand

8.1.1 Parameters

Column 4 of Table 2 contains the results from estimating my preferred double nested logit

specification from which I will construct the remainder of the results in this paper. The price

coefficient has the expected negative sign and is significant at the 1% level. The nesting parameters

satisfy the requirement that 1 � �1 > �2 � 0, although I am only able to reject the null hypothesis

that �2 > �1 at the p � :1 level. Nonetheless, as expected, the nesting parameters suggest that

products within the same subgroup are excellent substitutes (since �1 is near to 1), and for a

consumer who is planning to buy any vehicle, buying any other vehicle as opposed to diverting

to the outside option of not buying any vehicle is strongly preferred (high �2). Both of these are

indicators that the structure imposed by the two level nested logit model in Section 5.1 is a reasonable

representation of this market.

For comparison, I also estimate OLS, IV, and single nested logit models, whose setup can be found

in the Appendix, Sections 11.1.1-2. Column 1 of Table 2 contains results from running the simple

OLS regression without instruments, regressing ln(sj=s0) on price, the product characteristics, and

the pandemic dummy. While the coefficients are of the expected signs (price < 0, HPWT > 0, pandemic

< 0, etc.), the low R2 of .165 suggests that nearly 85% of the variance in mean utility is due to

unobservables. Furthermore, as mentioned in Section 5.1 and in Section 11.1.1 in the Appendix,

the elasticities and substitution patterns are completely preposterous. These estimates result in all

models being quite inelastic, an implausible outcome.

The estimates in column 2 benefit from the introduction of instruments. In particular, the price

coefficient nearly doubles, suggesting that the price coefficient in column 1 is a severe underestimate

(in absolute value) due to the likely fact that unobservables which enter positively (i.e. high quality

unobservables such as high end interior fabrics) cause higher prices. Not dealing properly with these

unobservables leads to a price coefficient that is too low in absolute value. Unfortunately, the value

added from the standard IV logit in column 2 ceases at proving the importance of properly handling

endogeneity. The vast majority of models remain inelastic, and nearly all first substitute to the Ford

F Series due to its high market share; an unlikely phenomenon for a consumer otherwise purchasing,

say, the Chrysler Pacifica or the BMW 330.

Column 3 represents an attempt at estimating the single level nested logit with vehicle types as
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groups, discussed in the Appendix, Section 11.1.2. While the price coefficient is of the expected sign

and highly significant, and the coefficient on the group share is in between 0 and 1 as required, I am

unable to obtain a significant coefficient for the group share. This leads to the conclusion that the

structure imposed by the single level nested model with vehicle types as groups does not well define

the actual structure of consumers’ choices in the market. Attempts to define alternative single level

structures such as broader vehicle types (car, SUV, truck, van) fail as well. Ultimately, I am unable

to identify any sensible single nest structure of consumer choice.

The first stage F-statistics are presented at the bottom of Table 2. For all three of the models

utilizing the instruments described in the previous section —- the standard IV logit (column 2),

single level nested logit (column 3), and double level nested logit (column 4) — these F-statistics

suggest that the instruments are sufficiently strong.

It is important to mention that the literature has not yet resolved how to evaluate the strength

of instruments when instrumenting for multiple endogenous variables with multiple instruments, as

is the case in columns 3 and 4. In the case of the full model in column 4, I have 5K or 40 instrument

candidates, of which I use 36. Thus, there are 336 ways to assign these instruments across the three

first stage equations. I do not test all 150 quadrillion assignments, but I do search for acceptable

combinations. This fishing does induce the potential for false security, but it is the best option that

econometricians have in this case.

Note that discussion and results of a more flexible double nested logit model with unique nesting

parameters for each subgroup (vehicle type) can be found in the Appendix, Section 11.1.3.
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Table 2: Demand Estimation Results

Dependent variable:

ln(sj=so)

OLS IV Single Nest Double Nest

(1) (2) (3) (4)

Price (in 10,000 USD) �0.184��� �0.320��� �0.205��� �0.114���

(0.051) (0.100) (0.074) (0.024)

HP/WT 15.684��� 23.097��� 18.299��� 6.966���

(5.491) (7.251) (5.598) (2.018)

Length 0.016��� 0.019��� 0.012�� 0.005���

(0.004) (0.004) (0.005) (0.002)

Height 0.006 0.014 0.005 0.010���

(0.008) (0.009) (0.008) (0.003)

MP$ 0.098��� 0.095��� 0.082��� 0.043���

(0.017) (0.017) (0.018) (0.007)

4X2 �0.123 0.050 �0.031 0.159
(0.309) (0.330) (0.281) (0.104)

4X4 0.622��� 0.684��� 0.602��� 0.084
(0.146) (0.152) (0.136) (0.059)

AWD 0.090 0.203 0.139 �0.017
(0.111) (0.133) (0.107) (0.038)

RWD �0.361� �0.431�� �0.421�� �0.022
(0.195) (0.202) (0.176) (0.068)

Pandemic �0.212�� �0.202�� �0.182�� �0.096���

(0.085) (0.086) (0.077) (0.029)

ln(sjjg) 0.134
(0.083)

ln(sjjhg) 0.912���

(0.028)
ln(shjg) 0.861���

(0.030)

Constant �11.393��� �12.186��� �9.940��� �4.234���

(0.737) (0.896) (1.362) (0.586)

Observations 461 461 461 461
Adjusted R2 0.165 0.152 0.341 0.913
Residual Std. Error 0.862 (df = 450) 0.868 (df = 450) 0.765 (df = 449) 0.278 (df = 448)

1st Stage F Stat. (Price) - 72.06 83.03 86.77
1st Stage F Stat. (ln(sjjg)) - - 36.10 -
1st Stage F Stat. (ln(sjjhg)) - - - 29.41
1st Stage F Stat. (ln(shjg)) - - - 144.35

Note: �p<0.1; ��p<0.05; ���p<0.01
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8.1.2 Elasticities

From here, I use the the price and nesting parameters (�; �1; and �2) from Table 2 column 4 to

calculate own-price and cross-price elasticities as described in Equation 20. Individual model own-

price elasticities are now exclusively elastic, between -2.95 and -9.93. For simplicity, Table 3 shows

2022-quantity-weighted-average own-price elasticities by firm, and Table 6 in the Appendix shows

own-price elasticities, cross-price elasticities, and associated substitution patterns for all goods in

the 2022 choice set.

Table 3: Quantity Weighted Average Own-Price Elasticity by Firm

Firm Own Price Elasticity

Renault-Nissan-Mitsubishi Alliance -4.44
Mazda Motor Corporation -4.57
Subaru Corporation -4.76
Hyundai Motor Group -4.76
Honda Motor Company -4.99
Volkswagen Group -5.17
Toyota Group -5.32
General Motors -6.23
Ford Motor Company -6.39
Stellantis -6.56
Tesla, Inc. -7.66
Mercedes-Benz Group -8.17
BMW Group -8.21
Volvo Group -8.36

Proposed Merged Firm -4.76

Aggregate Market Quantity-Weighted Average -5.79

Notes: This table shows quantity-weighted average own-price elasticities for all firms in 2022. The proposed
merged firm average uses pre-merger quantities. All elasticities are calculated using Equation 20 in conjunc-
tion with the parameters estimated in the double nested logit model found in column 4 of Table 2. Observe
that, as expected, the higher end firms have higher absolute average elasticities, and the lower end firms
have lower absolute average elasticities. For individual model elasticities, which range from -2.95 to -9.93,
see Table 6 in the Appendix.

One can easily observe that the elasticities recovered are consistent with economic theory in

that higher end products have higher (in absolute terms) elasticities. Mercedes, BMW, and Volvo

models are characterized by high price sensitivity since they are generally producing luxury goods,

while Nissan, Mazda, and Subaru models have relatively lower price sensitivities since their goods

are more akin to necessities. While on the surface this might seem counterintuitive, consider what

we would expect to happen if the prices of both the BMW X5 and the Nissan Versa double. My

estimates suggest that if the BMW X5 doubles in price, demand will fall by nearly 10x, while if the
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Nissan Versa doubles in price, demand will only fall by about 3x. This makes sense since the X5

is a luxury good — consumers will merely delay their purchases since they are not at all essential

— while the Versa is the car of choice, according to Nissan itself, for first time car buyers, college

students, and budget conscious consumers, all of whom are buying a car out of necessity, not in

search of luxury. Conversely, consider if the prices of the Versa and X5 are halved. Many consumers

for whom the X5 was previously too expensive will now be able to afford this luxury item and rush to

purchase it, while the unattractive Versa will generate a relatively much smaller increase in demand

as consumers upgrade to higher end models.

8.1.3 Substitution Patterns

Substitution patterns can now be determined by ranking cross price elasticities. In addition to

obtaining sensible own-price elasticities, a central goal of upgrading from the standard logit to the

(double) nested logit model of demand is to obtain substitution patterns that reflect our expectations

of consumer behavior in the market. By construction, substitution in the two level nested logit model

will be weighted towards within-subgroup products, producing much more sensible results. Indeed,

we observe basically no substitution across sub-nests. A few representative substitution patterns are

presented here in Figure 4, and the full set is available in the Appendix.

Clearly, the structure imposed by the double nested logit model aids significantly in generating

reasonable substitution patterns. It remains the case, however, due to the fact that the IIA re-

striction has been only partially relaxed, that models with unusually dominant market shares still

retain unusually common substitution positions (e.g. Ford F Series). Despite this, these patterns

approximate intuition about what substitution patterns may exist in reality, and serve as evidence

that this model is a sufficiently strong representation of consumer choice.

8.2 Supply

Now that demand parameters have been estimated, it is possible to recover marginal costs, as

described by the procedure in Section 5.2. The purpose of recovering marginal costs is to derive

price-cost margins (PCM), which is simply the markup as a percent of price, or P�MC
P .7 This is

a quantifiable measure of market power, a firm’s ability to price above marginal cost. Firm-level

results are presented in Figure 5, and individual product marginal costs, markups, and PCMs are

presented in Table 7 in the Appendix.

7This is the same as the Lerner index.
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Figure 4: Sample Substitution Patterns Generated by Preferred Double Nested Logit Specification

 

Chrysler Pacifica Toyota Sienna Honda Odyssey Ford F Series 

Toyota Tacoma Ford F Series Chevy Silverado Ram Truck 

Mitsubishi Outlander Toyota RAV4 Ford F Series Jeep Grand Cherokee 

Mercedes Sprinter Ford Transit Ram ProMaster Chevy Express 

Notes: This figure illustrates the substitution patterns derived from the double nested logit model, as
estimated in column 4 in Table 2. I show four different example starting models, each from a different
subgroup/vehicle type: Chrysler Pacifica (minivan), Toyota Tacoma (pickup truck), Mitsubishi Outlander
(SUV) and Mercedes Sprinter (van). This figure shows that, overall, substitution patterns are consistent
with intuition; when prices rise on a preferred product, consumers deviate to the most similar products first.
Recall that the nested logit model’s key improvement over the standard logit model is the relaxation of the
IIA assumption, but this is only partial, as evidenced by the appearance of the Ford F Series (pickup truck)
as the second substitute to the Mitsubishi Outlander (SUV).
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Figure 5: Decomposition of Price with Price-Cost Margins

Notes: This figure shows the decomposition of each firm’s quantity-weighted average price in 2022 (in
2024 USD) into its two components, marginal cost and markup. All quantities are pre-merger quantities.
Additionally, each firm’s quantity-weighted average price-cost margin (P�MC

P
, or equivalently, Lerner Index)

is shown in the black triangles. Market-wide, I observe an average price of $46,749, recovering $37,864 as
marginal cost and $8,885 as markup, yielding an average PCM of 19%. This is well aligned with both
publicly reported gross margins and the findings of Grieco et. al. (2024).

I recover an average price-cost margin across the entire market of approximately 19%, in line

with Grieco, Murry, and Yurukoglu (2024) who estimate nearly the same median PCM across the

aggregate US automobile industry. Furthermore, my findings are well aligned with publicly reported

gross margins, defined as Revenue�COGS
Revenue , clearly a fair analogy for PCMs. 2021 and 2022 gross

margins, where data was available, consistently hovered between 15-20% (SEC Filings and Yahoo

Finance).

One important observation is that, by construction, there is a strong correlation between elasticity

and PCMs. Firms that sell more elastic models have substantially less ability to profitably increase

markups than those firms selling relatively inelastic models. In fact, PCMs nearly double from the

most luxury firms (average PCMs � 12%) to the firms with the most inelastic products (average

PCMs as high as 23%). At the individual model level, PCMs range from 10% for the BMW X5 to

nearly 37% for the Nissan Versa.
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9 Counterfactual Analyses

In order to decompose the sources of market power and predict the price effects of a merger, I

use the marginal cost vector c recovered in Equation 31 and alter the ownership matrix �F to reflect

various scenarios which will be outlined here. Computationally, to simulate the new price equilibrium

in my various counterfactual scenarios, I use fixed point iteration on Equation 23 with an algorithm

from the mergersim Stata package made publically available by Bjornerstedt and Verboven (2013).

1. First, I am interested in how much market power comes strictly from product differentiation.

To simulate this, I change �F to the identity matrix �0 where element �0(j; k) = 1 () j = k,

and 0 otherwise. This is the case where every product is produced by a single product firm.

This produces a new equilibrium defined by p0 and s0(p0), yielding m0. By construction,

any markup above marginal cost observed in this scenario cannot be due to joint pricing by

multi-product brands or firms and must be due strictly to product differentiation. m0

m is this

portion of markup due to product differentiation and m�m0

m is the (remaining) portion due to

multi-product firms.

2. Next, I simulate what prices would be if profit-maximization occurred at the brand level instead

of at the parent level. I define �00 where element �00(j; k) = 1 () j’s brand is the same as k’s

brand, and 0 otherwise. This produces a new equilibrium defined by p00 and s00(p00), yielding

m00. m00�m0

m is the portion of markup describing the joint product ownership pricing benefit

held by brands. The remaining portion of markup m�m00

m is thus attributable to the additional

market power acquired by the larger multi-brand parents.

3. Finally, I simulate a merger between the Honda Motor Company and the Renault-Nissan-

Mitsubishi Alliance by defining �000 = �F for all elements (j; k) except for the additional joint

ownership that would exist under the hypothetically joint mega-firm. This produces a new

equilibrium with one less firm than the other scenarios defined by p000 and s000(p000), yielding

m000. m000�m
m is the percentage increase in markups resulting from the merger and p000�p

p is the

percentage increase in prices. It will be worthwhile to differentiate between the price effects

for products of the merging firms versus the rest of the products (recall Eq. 10 which suggests

that even non-merging firms should obtain some positive price benefits from the merger).
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9.1 Results and Discussion: Sources of Market Power

In order to decompose the recovered markup term into the portions due to product differen-

tiation, multi-product brand market power, and multi-brand firm market power, I run the first

two simulations described above. Firm-level 2022-quantity-weighted-average results are presented

in Figure 6 and the accompanying table.

Figure 6: Decomposition of Markups (Product Differentiation and Joint Ownership)

Notes: This figure illustrates the results of the first two counterfactual simulations. The first simulation
(single product firms) reveals that, market-wide, 90.8% of markups are attributable to product differentiation
alone. The second simulation, where profit-maximization occurs at the brand (not firm) level, reveals that
5.8% of markups are attributable to multi-product brands, and the remaining 3.5% to multi-brand firms.
This figure uses pre-merger quantity-weighted averages.

The most notable takeaway here is that approximately 91% of markups can be attributed to

product differentiation alone. One should be careful to take note that the difference in this proportion

across firms is due principally to the number of products owned by each firm in the choice set. In

any case, the result that, in the counterfactual world where each model is owned by a single-product

firm, markups would be 91% of what they are today is remarkably telling about the competitive

nature of the US automobile industry. In particular, only about 9% of markups, or 1.8% of total

prices (given that markups comprise approximately 19% of prices) are due to concentration in the

market. About two-thirds of this additional markup power is due to the concentration of models

into multi-product brands — the orange boxes in Figure 1 — and the remaining portion (3.5% of

markups or 0.66% of prices) is due to the parent conglomerates that own multiple brands — the

blue boxes in Figure 1.

The reader might be surprised by the seemingly low (only 9.2%) amount of markup attributable
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to joint ownership. One likely culprit is the limited joint ownership within the vehicle type nests.

Figure 7 breaks down the owners of each of the models in the 2022 choice set. One can easily

observe that within any given vehicle type, model ownership is remarkably disaggregated. Coupled

with my finding that consumers feel very strongly about which type of vehicle (sub-nest) to buy

(the coefficient on ln(sjjhg) � 91%), the disaggregated ownership helps explain why the main source

of market power is product differentiation, not joint pricing. Consider a scenario in which, all else

equal, consumers did not feel strongly about which type of vehicle to buy. Then, there would be

competition across the entire market (see Figure 1) and firms with greater numbers of products

would acquire more market power. Instead, though, since the vehicle type preference is so strong,

competition between producers occurs primarily within vehicle type sub-nests, which, according to

Figure 7 contain fairly limited joint ownership. Thus, the primary source of market power is product

differentiation and not joint ownership.

One further reason why the portion of market power attributable to product differentiation is

quite high may be due to a modeling choice. My demand model allows for just one within-sub-

nest correlation parameter (�1), imposing equality in this parameter across vehicle type sub-nests.

One might expect, say, pickup trucks and vans to exhibit greater within-sub-nest correlation than

sedans. To check, I construct and run a more flexible specification allowing for different nesting

parameters across sub-nests, the details of which can be found in the Appendix, Section 11.1.3. The

key result from this flexible model is that the single �1 parameter in the constrained model here is

not statistically different from any of the flexible sub-nest parameters (with the exception of the van

sub-nest). Furthermore, the price and group-share parameters are also not statistically different.

While the specific point estimates from the more flexible specification may lead to a slightly lower

share of markups attributable to product differentiation, these coefficients are by and large not

statistically different from the constrained model, offering a reassuring robustness check.

In summary, the equality constraint of the within-sub-nest correlation parameter appears to not

significantly impact the estimates. Thus, the overarching implication of my findings is clear and

robust: market concentration is not a particularly strong, and certainly not the primary, source of

market power in the US automobile industry.

9.2 Results and Discussion: Merger

Before presenting the formal results from the Honda-Nissan merger simulation, it is worth draw-

ing some general lessons from the previous section as they pertain to mergers. In general, since the
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Figure 7: Total Number of Models in Each Sub-Nest in 2022, with Firm Owners (Pre-Merger)

Consumer i

Outside good Inside good

Coupe

2
Ford(1)
Stl.(1)

Minivan

3
Honda(1)
Toyota(1)
Stl.(1)

Pickup

11
Ford(3)
GM(3)
Stl.(2)

Toyota(2)
Nissan(1)

Sedan

19
Hyundai(4)
Nissan(3)
Toyota(3)
Honda(2)
GM(1)
Tesla(1)
Stl.(1)
VW(1)

Mazda(1)
MB(1)

BMW(1)

SUV

61
GM(13)

Hyundai(8)
Stl.(7)
Ford(6)
Honda(5)
Toyota(5)
VW(4)

Mazda(3)
Nissan(3)
BMW(2)
MB(2)
Volvo(2)
Subaru(1)

Wagon

15
Nissan(4)
Subaru(4)
Toyota(2)
Hyundai(1)

GM(1)
Tesla(1)
Ford(1)
Honda(1)

Van

4
GM(1)
Ford(1)
Stl.(1)
MB(1)

Notes: This figure illustrates how many products available in the 2022 choice set in a given vehicle type
sub-nest are owned by a particular firm. Firms are listed in decreasing order. Importantly, this shows that
joint ownership within vehicle type sub-nests is very limited. This may explain the high portion of markup
due to product differentiation.
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vast majority of market power is derived from product differentiation, not joint ownership, horizon-

tal mergers are unlikely to cause substantial price increases. Furthermore, mergers that increase the

joint ownership within one or more vehicle type sub-nests are likely to induce much greater upward

pricing pressure than mergers that merely increase product ownership across vehicle types. A simple

comparison of Figures 7 and 8 shows that the Honda-Nissan merger makes only minimal changes to

within-nest joint ownership. Notice that the merger has the greatest effects on joint ownership in

the sedan and SUV sub-nests, but does not at all give the merged firm any sort of unusually high

amount of joint ownership in these, or any other, sub-nests.

In line with these expectations, the principal results of the merger are that market-wide prices

will rise only one-fifth of one percent, while prices of the newly merged firm will increase by 1.67%

(see Figure 9). The full set of product-level post-merger prices, markups, and PCMs is presented in

the Appendix, Table 7.

The firms that benefit the most from the merger, beyond the merging firms themselves, are Honda

and Nissan’s nearest competitors: Subaru, Toyota, Hyundai, and Tesla. However, this benefit is quite

small. My estimates suggest that they can raise their prices by about one-tenth of one percent, and

thus increase their markups by one-quarter of one percent. Luxury firms Volvo, Mercedes, BMW,

and Volkswagen generate essentially zero additional market power from this merger.

Market shares, however, shift meaningfully for all firms. Figure 10 shows the percent change in

market shares across firms in the new equilibrium with the merged firm. This simulation reveals

that only the two merging firms raise prices substantially enough to lose market share. Nearly all of

this loss in market share is recovered by the remaining firms; total purchase quantity falls by only

one-tenth of one percent.

While Honda and Nissan are, respectively, the 6th and 7th largest firms in the pre-merger 2022

market, the merged firm will become the 3rd largest, behind only Toyota and General Motors (see

Figure 11). I estimate that this merged firm will capture a 13.6% inside market share (that is

excluding the outside good), which is a 6.45% decrease from the sum of both market shares as they

stand pre-merger, explainable by predicted price increases and subsequent consumer substitution

away from the merged firms’ products.

One measure of market concentration utilized by government anti-trust authorities is the Hirfindahl-

Hirschfield Index (HHI). HHI is the sum of the squared (inside) market shares of all of the firms in

the market.

34



Figure 8: Total Number of Models in Each Sub-nest in 2022, with Firm Owners (Post-Merger)

Consumer i

Outside good Inside good

Coupe

2
Ford(1)
Stl.(1)

Minivan

3
Merger(1)
Toyota(1)
Stl.(1)

Pickup

11
Ford(3)
GM(3)
Stl.(2)

Toyota(2)
Merger(1)

Sedan

19
Merger(5)
Hyundai(4)
Toyota(3)
GM(1)
Tesla(1)
Stl.(1)
VW(1)

Mazda(1)
MB(1)

BMW(1)

SUV

61
GM(13)

Hyundai(8)
Merger(8)

Stl.(7)
Ford(6)
Toyota(5)
VW(4)

Mazda(3)
BMW(2)
MB(2)
Volvo(2)
Subaru(1)

Wagon

15
Merger(5)
Subaru(4)
Toyota(2)
Hyundai(1)

GM(1)
Tesla(1)
Ford(1))

Van

4
GM(1)
Ford(1)
Stl.(1)
MB(1)

Notes: This figure, to be considered in comparison with Figure 7, shows how product ownership changes
within each vehicle type sub-nest after the hypothetical merger. The combined Honda-Nissan firm is referred
to in the figure as Merger. Clearly the merger does not significantly increase the amount of joint ownership
in any given sub-nest. Consider the two cases where the merged firm displaces the existing leader: sedan
and wagon. The previous leader held 4/19 and 4/15 models, respectively. The merged firm will hold 5/19
and 5/15, hardly an important increase. Clearly the merger will not markedly increase market concentration
where it counts (within sub-nests) and thus will have only nominal price effects.
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Figure 9: Percent Increases in Post-Merger Prices and Markups by Firm

Notes: This figure shows the results of the Honda-Nissan merger simulation on prices and markups. Firms
are ordered by percent increase in markup post-merger. Underlying calculations are quantity-weighted
averages using the pre-merger 2022 quantities. Market-wide markups and prices are predicted to increase
by 1.17% and 0.22%, respectively. The merged firm’s markups and prices are predicted to increase by 7.48%
and 1.67% respectively. Importantly, Subaru and Toyota emerge as the biggest third party beneficiaries of
greater market power post-merger, while the luxury firms generate essentially zero marginal market power.

HHI = 10000 �
X
f2F

s2
f ;

X
f2F

sf = 1 (33)

HHI is measured on a scale of 0 to 10000, where, for example, 10000 represent a monopoly

and 5000 represents a duopoly with two identical firms. Government agencies generally consider an

HHI between 1000 and 1800 to represent a “moderately concentrated” industry, and an HHI above

1800 to represent a “highly concentrated industry” (DOJ/FTC 2023). One method of evaluating

mergers is to examine their predicted changing of the HHI. I calculate a pre-merger HHI of 1123,

indicating that this market is low-to-moderately concentrated. Using post-merger market shares, I

calculate an HHI of 1221, an increase of just about 100. The DOJ and FTC typically flag mergers

that are expected to increase the HHI by more than 100 points and/or produce a single firm with

a market share in excess of 30%, but these are primarily applicable to markets already sufficiently

concentrated. 1221 is almost certainly below this category. Thus, it is unlikely that this merger

would be flagged for review by anti-trust authorities on the basis of substantially increasing market

concentration.

The DOJ’s Horizontal Merger Guidelines also asks whether any product’s price is likely to rise
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Figure 10: Percent Changes in Post-Merger Market Share by Firm

Notes: This figure shows the results of the Honda-Nissan merger simulation on market shares. Post-merger
quantities are compared to observed 2022 quantities to obtain these estimates. As expected, price increases
by the merged firm lead to diversion of demand to competitors. The merged firm loses 6.45% of the
pre-merger Honda plus Nissan quantities, while competitors Tesla and Subaru capture the greatest of the
diversion. Notably, total market quantity is practically unchanged post-merger.

by, generally, � 5%. My predictions suggest that the greatest price increases will be on the Nissan

Versa, Nissan Sentra, and Honda HR-V (> 3%). Percent increases in price for all products owned by

the merging firms are presented below in Table 4. The greatest price increases on non-merging-firm

products will be for the Subaru Impreza and Toyota Corolla (� :15%). Clearly, the 5% price increase

threshold to trigger a flag on the basis of price increases will not be met.
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